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Abstract
This paper describes the structure for a plan library of a service robot intended to perform household chores. The plans
in the library are particularly designed to enable reliable, flexible, and efficient robot control, to learn control heuristics, to
generalize the plans to cope with new objects and situations.
We believe that plans with these characteristics are required
for competent autonomous robots performing skilled manipulation tasks in human environments.

Introduction
Plan libraries for the blocks world and of many other AI
planning applications often contain actions such as pickup(?x) and put-down(?y), where at execution time the variables are bound to “A” and “B”. A and B denote blocks in
the real world. Knowing the identity of the object and the
satisfaction of some high-level conditions such as the hand
being empty and the block to be manipulated being accessible from the top suffices to carry out the action successfully.
Unfortunately, when implementing a household robot performing household chores this view of actions and plans
is much too simplistic. A robot acting in the real world
doesn’t have symbolic constants that denote objects in the
real world. Rather it must parameterize its actions with object descriptions generated by the robot sensors, which are
incomplete, inaccurate, ambiguous, and even faulty. Also,
while picking up objects in the blocks world is an atomic
action, picking up objects in a kitchen requires very complex sophisticated robot behavior: some objects have to be
picked up using a pinch grasp while others require a wrap
grasp. Some objects can be picked up with one hand while
others require two hands, and even others require tools such
as spoons. Picking up objects from a cupboard might require
complex reaching trajectories and even temporarily removing obstacles. Also, in order to achieve smooth and high
performance behavior, activities must not be limited to be sequences of discrete action. A skilled robot will start reaching
for an object on the table before it has arrived at the desired
position.
The bottom line is that if the purpose of AI planning is the
optimization of kitchen activity, then actions such as pick up
must not be abstract and atomic entities but rather be implemented themselves as plans with sophisticated control structures subject to behavior improvement.

This raises the next and more general research question:
How should plan libraries for robotic agents that perform
everyday manipulation tasks in human environments be designed and implemented such that AI based planning and
plan execution methods can achieve substantial improvement in robot behavior.
We are only aware of one research project that aimed at
the development of a library of general plans applicable to
the cleanup office task of the IJCAI robot competition 1995
— the Animate Agent Project. In this project, however, automatic planning and plan revision was not investigated.

Figure 1: Kitchen scenario with a simulated B21 robot
equipped with a camera, laser, sonar sensors, and two arms.
In this paper we report our experience in the design of a
plan library for a (simulated) mobile robot (Figure 1).
We present a working plan library containing plans for
sophisticated real-world tasks such as setting the table. The
plans are reliable, flexible and robust in the light of failures.
Besides, we have shown that the robot performance can be
enhanced significantly using plan transformations (Müller,
Kirsch, & Beetz 2007).
This paper is about writing general, robust default plans
that robots can use in everyday situations and not about plan
generation. The contributions are
• how to categorize actions needed for household activities,
• how to structure plans and subplans to make them flexible,
robust and transformable, and
• how to describe objects by functional aspects and recognize matching objects in the world.
In the remainder of this paper we first give a short
overview of our approach and the problems we found in implementing the plan library we describe in detail the underlying implementation components and all levels of the plan
library. Then we report on our experiences with creating
plans for real-world applications. We conclude by summarizing our results and giving pointers to related work.
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Figure 2: Implementation parts of our system.
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For an illustration of what a plan library for everyday activity
must contain, let us have a closer look at one activity of the
household robot shown in Figure 1. When we want the robot
to set the table, it has to transport several objects to the table
at more or less clearly defined positions. These objects can
be located anywhere in the kitchen — on the worktop, in
cupboards or in the dishwasher. For carrying objects around
in the kitchen, the robot needs plans for handling objects
such as gripping, lifting, and putting down. It further needs
navigation skills for moving through the kitchen with objects
in its grippers.
Goals that seem to be straightforward when seen from an
abstract, classical planning perspective involve several dimensions of complexity to be considered. One such dimension we have already mentioned is the variation of one goal.
Gripping can be performed with one hand or both. When
one hand is used, the hand must be chosen additionally. Another aspect is that failures are unavoidable in real-world
environments. E.g. the perception might be inaccurate, so
that the robot tries to grip an object at the wrong position.
The plans must constantly monitor such failures and react
appropriately, for example by verifying the object’s exact
location. Further questions arise in the context of auxiliary
goals. These are goals that don’t directly contribute to the
success of the plan, but are necessary for enabling subsequent actions. After gripping, the hand should be withdrawn
from the object in order to make it free for other tasks.
Organization of the Plan Library. We see, there is a wide
range of plans from abstract goals like bringing an object
from one position to another to low-level plans such as navigation. The skills needed to fulfill these goals vary with
respect to the low-level control decisions they make, the failures they monitor and repair, and the subgoals they need to
achieve. The upper part of Figure 2 shows the plan library
and the categories we organize our plans in. Basic goals constitute the hardware interface providing simple navigation
and manipulation skills. Basic manipulation activities such
as opening and closing the gripper, and grasping and releasing objects, provide robust macro actions that are used by
higher-level manipulations to achieve their goals. Higherlevel manipulation comprises the sophisticated handling of
objects, e.g. carrying them from one location to another or
filling them with water. High-level plans like setting the table or boiling pasta are what we call activities. These are the
goals commissioned by the user.
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Figure 3: General structure of a plan.
Plan Structure. The categorization of plans is not arbitrary, although the differentiation is fuzzy. The criteria used for dividing the plans into these classes become
obvious when plans are defined along a common structure, which makes them more comprehensible and therefore
transformable. This structure is represented explicitly in the
plan by special control structures that separate the principal
plan from failure monitoring, failure recovery, or the execution of auxiliary goals. The general plan structure is illustrated in Figure 3 and Figure 4 shows the plan for picking
up an object. In the following, we explain the components
of our plans.
All plans accept input values, e.g. the entity to be picked
up. The core of the plan is composed of subgoals that are
necessary to reach the goal, which are arranged in complex
control structures to allow sophisticated interaction between
them (e.g. parallel execution, monitoring). Around this core,
there are other subgoals, which are either prerequisites for
the main subgoals to work or that prepare the environment in
order to enable subsequent goals, e.g. to open the cupboard
where the entity to be picked up is stored. Similarly, there
are goals ensuring to leave the world in a certain situation,
e.g. with all cupboards closed. We refer to these prepare and
clean-up steps in a plan as auxiliary goals.
The whole plan activity is continually monitored for failures. Where possible, the failures are recovered. Unrecovered failures are propagated to parent plans that hopefully
have better means to react appropriately to the failure situation. In the case of the picking up plan, the robot checks
constantly if it has lost the object while lifting it. When it
has been dropped, the robot tries to recover it. If these attempts fail, the failure is propagated to the higher-level plan,
which can try to solve the problem. One reason for not being able to lift the object might be that the robot’s grippers
are wet and therefore slippery. A solution on a higher level
would be to dry the gripper and have another try.
In all components of the plan, there are parameters that are
abstracted from at higher levels, but which must be supplied
sooner or later to execute the plan. One example of such parameters is the hand to use for grasping. These parameters
are provided by heuristics considering the environmental situation.
Object descriptions. Specifying robust, transformable,
and general plans doesn’t only depend on the explicit plan

entity-picked-up
inputs: (1) entity
recover: (1) entity-lost-failure (2) grip-failure
monitor: (1) entity-lost-failure: when lifting entity
prepare: (1) enclosing-container-opened
(2) supporting-entity-extended
subgoals: (1) b21-at-pose (2) entity-gripped
(3) entity-lifted
clean-up: (1) supporting-entity-retracted
(2) container-closed
description: Search entity described by designator. If
entity is already gripped do nothing. Otherwise grip
and lift entity at a suitable location.
Figure 4: Plan for picking up an object described by the
general structure of Figure 3.
structure. In everyday situations, most goals involve the handling of objects. Usually objects are addressed by variables
and typical goals are “put object 0815 onto object 0955”.
This is feasible in worlds with a small number of welldefined objects. However, in a household, this kind of description is not enough to make plans failure tolerant and
flexible. If object 0815 is a cup and object 0955 the kitchen
table, the plan might fail, because the cup cannot be found or
the table is littered with other objects and there is no room
for the cup. Depending on the high-level goal, the robot
might still be able to fulfill its task. For example, if the overall goal was to prepare tea, the robot can use a different cup
and put it on the worktop instead of the table. With absolute object descriptions, this kind of failure recovery is not
possible.
This is why we use functional descriptions of objects like
“a clean cup” or “a flat surface”, which we call designators.
The goal would then be to “put a clean cup onto a flat surface”, which gives the robot much more freedom for optimization and failure tolerance. Of course, on some level
of execution — usually on the level of basic manipulation
plans — the abstract descriptions must be instantiated to
well-identified objects. It is possible that the cup will be
associated with object 0815, but it might also be identified
as some other cup. This is completely different to the blocks
world where blocks are identified unambiguously.
In the following, we describe the software of our robot
system in detail with special emphasis on the plan library
and the most intricate challenges in its design.

Implementation
Our system is composed of three principle parts: the Gazebo
simulator, the abstract interface of Player, and the top-level
control program written in an extended version of RPL (see
Figure 2).
The robot we use is implemented as a realistic simulation using the Gazebo simulation environment. Based on
the ODE library, Gazebo provides a realistic physical simulation and a 3D graphical display of the world. There are
several reasons to work in simulation instead of using real

hardware. For one thing, the simulation is readily available
and extensible without considering cost and hardware compatibility issues. Besides, several people can use the simulation for their specific purposes in parallel, which is not
possible with physical components. Most importantly, the
simulation allows to apply scientific methods, i.e. a program
can easily be tested with different configurations, under different environmental conditions, and whole test series can
be run automatically without human supervision. For final
tests on real hardware, we have a B21 robot and a kitchen
equipped with various kinds of sensors.
The Player project provides an abstract interface to robot
hardware, which can be real or simulated. This abstraction
layer gives us a uniform way of addressing our hardware and
allows to use the same interface for working in simulation or
in reality. In the Player component we implement the basic
functionality — motor control, inverse kinematics, collision
free movements, and state estimation.
Given the Player interface, we implement a high-level
control program in an extended version of the plan language
RPL. One feature of RPL is that programs and plans are the
same and plans are composed of subplans. On this level
we use a belief-desire-intention (BDI) architecture. Beliefs
are represented by global state variables, desires are implemented as goals in our language, and intentions are the plans
that achieve the goals. To reach a goal, the robot needs one
or more plans, which are stored in the plan library1 . According to the situation, the robot chooses one of these plans.
When executed, plans can propose new subgoals, which are
again achieved by activating plans from the plan library.
This is the component we describe in this paper, the library
of plans on all levels of abstraction above the one provided
by the Player interface.

Plan Library
We explain our plan library in a bottom-up style starting with
the interface provided by Player. The levels we describe here
should not be seen as strict partitions of plans. They should
rather be a rough classification of the plans in the library. All
plans are written in RPL and every layer (except the basic
goal layer) can call goals from every other layer.

Basic Goals
At the lowest level we need to define basic goals and plans to
send commands to Player. These goals can be divided into
goals for moving the robot’s base, arms, grippers and camera. Base goals are turning to an angle and navigating to a
position either with a specified orientation or not. Arm goals
comprise setting the angle of each joint separately, moving
the arms end effectors to a three dimensional position (including the orientation) either synchronously or separately.
Goals for the grippers are setting the position and velocity
of the fingers. For the camera changing the pan, tilt or zoom
is possible. All these basic goals accept parameters, like the
maximum turning and driving velocity, intermediate waypoints for navigation, or trajectory points for moving arms.
1
In the following we often use the terms ‘goal’ and ‘plan’ interchangeably, when a certain plan is to achieve a specific goal.

We will describe later how these parameters can be specified
and set by higher goals using designators.

Perception
Acting in the environment means for the robot to have the
right information about itself and the environment. This information — being provided by the Player interface — includes the robot’s position and velocity, the arms’ positions,
joint angles and velocities, moving status, the positions and
velocities of the gripper fingers and the camera pan, tilt and
zoom status. Concerning the environment, it receives updates about the objects currently visible in its camera.
All these values are subject to permanent change, which
is mirrored in the concept of fluents, being special variables
that allow a timely reaction to events in the environment,
which is supported by special control structures of RPL reacting to certain fluent values. Even more interesting than
single fluents is the possibility to build networks of fluents.
A composite fluent is calculated from the current values of
other fluents. When one of the constituent fluents changes
its value, the resulting fluent is recalculated.
Objects in the world are often represented with unique
identifications. For real-world scenarios this poses several
problems: (1) Such environments often contain a great variety of objects that can hardly be enumerated, e.g. tea bags.
(2) Objects might cease to exist or come into existence during the robot’s actions, e.g. when the robot opens an egg the
egg doesn’t exist any more, but the content can be regarded
as a new object. (3) The robot might not be able to relate the
object identification to an object in its perceptual descriptions (Agre 1988).
To overcome these problems, RPL offers the concept of
designators, which are developed further in T RANER. A
designator is a logical description of an object, possibly including the object type, structural properties (e.g. its color)
or functional properties (e.g. it can contain liquids). The following designator describes an object, which is a currently
unused plate a specific person likes to use:
(some entity (type plate)
(status unused)
(matches ( preferred-entities person)))

For using objects described by designators, the robot has a
goal perceive, which tries to establish a connection between
a designator and an object in the world using a perceptual
plan. The strategy for the plan achieving the perceive goal
is first to check whether the designator already has a reference to an object in the world. If this is the case, the robot
has to check if this reference is still valid, i.e. if the object is
still at the position where it was last perceived. Therefore,
the robot moves to the supposed position and if it finds any
objects there it compares their properties with the ones described in the designator. When no reference is available or
the robot decides it to be invalid, it moves to the middle of
the room and turns around its axis to perceive an object with
the desired features. When no such object can be found, the
plan to achieve the perceive goal fails.

(some location (on table)
(at ( preferred-seating-location person table))
(matches ( entity-cover-location entity )))
(some hand (hand-free)
( gripable-with entity-desig ))
(some trajectory ( collission-free )
( gripable-at entity-desig )
(reachable-with hand))

Figure 5: Designators describing internal parameters.

Basic Manipulation
Using the basic goals the player interface can achieve, we
implemented a set of basic manipulation skills serving as
subgoals for several higher-level plans. Such goals include
very simple activities like opening and closing the gripper
and turning the wrist. More complex plans in this category
are moving the arm to a save position (which we call ‘idle
pose’), navigating the robot to a position where it is save
from a specified cupboard door when opened, and gripping,
lifting, dropping, and unhanding objects.
Obviously, these plans perform tasks of different complexity. The main characteristics to differentiate them from
higher-level plans are (1) that they depend on certain preconditions to hold and (2) that they supplement most free parameters for execution in the real world. This means that they are
more specific and less flexible than higher-level plans. They
operate on a local view of the execution context. In many
cases, especially the ones for handling objects, the goals are
achieved by different plans depending on the object. E.g.
some objects must be gripped with both hands, for others
one hand suffices.
In contrast to the higher-level plans to achieve the goals
on this level of abstraction, certain conditions in the environment must hold. For example, the grip goal only makes
sense when the robot has already found the object and is at a
suitable position to grip it. The plans for gripping don’t take
care of looking for objects, they fail if the object is unknown.
The identification of objects must be done in higher-level
plans. In general, these basic plans have only few possibilities to react to failures. Most failures have to be dealt with
on more abstract levels.
When describing the perception capabilities of our robot,
we introduced designators as a means of specifying objects
by giving their properties instead of unique identifiers. The
concept of designators can be seen in a more general scope
when they are used as program variables. Instead of preprogramming default values, the parameters to be set are
described by functional aspects. Figure 5 shows examples
of such designators. The second example describes a hand
that is currently unused and a certain entity can be gripped
with. Other factors for choosing a hand, e.g. which hand is
more agile must be considered at some moment when the
designator is converted to a concrete value.
At the time of execution, the abstract description of the
designators must be converted to concrete values of the parameters. The choice of these values depends on the environment situation and the robot’s abilities. As it is impossible to
foresee every possible situation and optimize them, one has

to find appropriate heuristics. The most efficient and flexible
way is to learn the heuristics automatically using the experience the robot makes when executing the plans (Kirsch &
Beetz 2007).
The goal entity-gripped is a typical representative of basic manipulation goals. The following abstract description
of the plan to reach this goal is based on the generic plan
structure presented in Figure 3.
entity-gripped
inputs: (1) entity
recover: (1) grip-failure: move arm to a safe position and
return failure
heuristic: (1) choose arm for gripping (2) gripping pose
(3) trajectories for gripping (4) closing-velocity
(5) gripping-end-velocity
subgoals: (1) b21-hand-at-pose
(2) b21-hand-gripping-with-end-vel

Higher-level Manipulation
Our robot can achieve more abstract goals by combining
the basic manipulation goals and embed them in general,
restartable plans (Müller & Beetz 2006). Goals on this
level don’t have preconditions. The plans take care to analyze the circumstances first and then choose appropriate
subgoals. Low-end examples of such goals are picking up
and putting down objects, opening and closing entities such
as cupboards, and switching on and off devices such as the
hot plate. More sophisticated skills include taking an object
from one position to another, filling containers with water,
and stirring the contents of containers.
Although the plans fulfilling these goals can choose parameters described as designators, they usually rely on the
lower-level goals to add concrete values. But there are other
considerations involved in the execution of plans in realworld environments. One of them is the integration of auxiliary goals — subgoals that don’t contribute to achieving the
plan’s goal directly, but are necessary for later actions. Examples of auxiliary goals are closing cupboards after something has been taken out or moving the robot’s arms to their
idle poses.

Activities
Using the higher-level goals, we can implement sophisticated household activity. At the moment, our robot can boil
pasta and set the table. In these activities a great variety of
plans on all levels of abstraction are used. Figure 6 shows
the hierarchy of plans involved in the plan for setting the
table.
The execution of the pasta boiling plan is depicted as a
slide show in Figure 7 that demonstrates the higher-level
manipulation plans used in the activity. Additionally, for the
pick up and put down tasks, the relative position of the robot
towards the object and the arm used for manipulating it are
indicated. When gripping the wooden spoon, it slips from

the robot’s hand. This failure is discovered immediately, so
the robot tries a second time and succeeds.
In all, the plans used in the activities monitor eight kinds
of failures, supplement 27 parameters by hand-coded heuristics or learned functions and set five auxiliary goals.
set-the-table
cover-placed
entity-placed-at-location
perceive
entity-picked-up
perceive
enclosing-entity-opened
door-opened
door-at-pos
b21-outside-door-range
entity-turned (hinge)
supporting-entity-extended
board-extended
board-at-pos
b21-at-pose-with-end-vel
entity-gripped (with-one-hand, with-both-hands)
b21-hand-at-pose
b21-hand-gripping-with-end-vel
entity-lifted (with-one-hand, with-both-hands)
b21-hand-at-pose
entity-retracted
board-retracted
board-at-pos
entity-closed
door-closed
door-at-pos
b21-outside-door-range
entity-turned (hinge)
entity-put-down
perceive
enclosing-entity-opened
...
supporting-entity-extended
...
b21-at-pose-with-end-vel
entity-dropped (with-one-hand, with-both-hands)
b21-hand-at-pose
entity-unhanded (with-one-hand, with-both-hands)
b21-hand-not-gripping-with-end-vel
b21-hand-at-pose
entity-turned (with-one-hand)
b21-at-pose-with-end-vel
entity-gripped (with-one-hand, with-both-hands)
...
entity-lifted (with-one-hand, with-both-hands)
...
b21-arm-wrist-turned
entity-dropped (with-one-hand, with-both-hands)
...
entity-unhanded (with-one-hand, with-both-hands)
...
entity-retracted
...
entity-closed
...

Figure 6: Subgoal hierarchy of goal set-the-table .

pick-up colander

both

put-down colander

(0.67 m,-109.4◦ ) both

pick-up cooking-pot

both

pick-up pasta

right

(0.69 m,-90.3◦ ) both

put-down cooking-pot

(0.75 m,89.0◦ ) both

stir content and wait

left

wait for boiling water

pick-up wooden-spoon

(0.74 m,-127.5◦ ) both

(0.62 m,89.0◦ )

put-down pasta

(0.44 m,-109.3◦ ) right

wooden-spoon lost

(0.76 m,-119.3◦ )

pick-up cooking-pot

fill with tap water

(0.75 m,89.0◦ )

pick-up pasta

right

(0.63 m,-20.2◦ ) left

put-down wooden-spoon

put-down cooking-pot

(0.56 m,77.0◦ ) both

(0.58 m,89.8◦ )

put-down pasta

(0.52 m,-111.7◦ ) right

pick-up cooking-pot

failure
transfill content

(0.58 m,-22.7◦ )

pick-up wooden-spoon

right

(0.84 m,-0.1◦ )

put-down cooking-pot

both

(0.58 m,76.7◦ )

Figure 7: Plan for boiling pasta showing the higher-level manipulations as a slide show.

Combining Plan Steps
We have described the hierarchy of plans needed for sophisticated activities. However, the overall plan performance can
not only be explained by the plans involved without having
a deeper look at how they work together.
Hierarchical Interaction. The first interaction to be mentioned is within the hierarchy. We have required the lowerlevel plans to replenish the parameters that higher-level
plans abstract away from. However, the basic manipulation plans have a very narrow view on the job to be done.
They don’t have any information what happens before or
after they perform their task and can therefore only make
local decisions. Often, better results can be obtained when
the higher-level plans suggest concrete parameterizations or
impose restrictions on the designators describing the parameters, because they have a wider view of the overall goal.
One example of this phenomenon is the choice of the arm
the robot should use to grip an object. The latest point for
deciding on the arm is the grip plan. This plan bases its
choice on the knowledge if an arm is already used and on the
object position relative to the robot. What it doesn’t know
is where the object is to be carried and put down afterwards
and if a specific arm is needed for later activities performed
before the object is released. Therefore, the grip plan may
choose the wrong arm when seen in the overall context. The
higher-level plan moving an entity from one place to another
is much better informed about additional constraints and can
choose the hand based on the original object position as well

as the target location.
A similar situation arises when the robot chooses the position where to stand in order to grip an object and put it
down. When the choice is postponed to the last possible
plan, unwanted effects arise when the object’s original and
target locations are close. In this case, the robot should select a position from where it can reach the object and put it
down without the need to navigate in between. The information about the two positions for the object is only available in
the plan that carries an object from one location to another.
On the other hand, higher-level plans can more easily be
manipulated and are more flexible when they don’t have
to bother about the low-level details of execution. It is an
important research issue to find a good balance between
too much detail at higher abstractions levels, uninformed
choices on the lower levels, and how transformations can
modify plans to add more constraints to the designators to
make the plans more robust.
Sequential Composition. Similar trade-offs are necessary for sequential goals. In our plan library, goals are defined by a predicate describing the situation when the goal
is reached. For example, the grip goal is reached when the
robot’s touch sensors detect an object and this object is the
one to be gripped. But often, the borderline between different plans is fuzzy. One instance is when an object is put
down. From an abstract point of view the goal is reached as
soon as the object is sensed at the target location. If the next
plan performs another manipulation action with another object, it will probably fail, because the arm knocks over the

first, recently put down object.
Obviously, we need some kind of additional actions that
ensure that the next plan has a chance to succeed after a goal
has been reached. These actions include moving the arms
in the idle pose, closing doors, put back objects that have
been shifted to enable the first plan, etc. An even wider
view of such actions is described by Hammond, Converse,
& Grass (1995). He claims that long-term activity can only
be successful when the robot performs “stabilization” tasks
like cleaning dishes and storing them away. These activities
aren’t explicit goals, but must be performed somewhere in
between the primary plans.
Like the hierarchical coupling of plans, the questions arising in sequential performance aren’t trivial. One possible
approach is to ensure after every plan that any subsequent
plan finds a set of prespecified conditions, e.g. that all cupboard doors are closed and the robot’s arms are in the idle
pose. This ensures that all plans can rely on uniform conditions and don’t fail just because the previous plan has left
the environment in a mess. However, it often gives rise to
funny sequences of actions, for example the robot carries a
cup, puts it down, moves its arm to the idle pose, moves the
arm towards the cup in order to turn it to its target orientation, and moves the arm back into the idle pose. Because the
plan putting down the cup is eager to leave a good starting
situation for the next action, it makes the whole process very
inefficient, because the hand is needed at the cup for the next
action.
A similar situation occurs when the robot takes two cups
out of a cupboard, one in each hand. It opens the cupboard,
takes out the first cup, closes the cupboard, opens the cupboard, takes out the second cup and closes the cupboard
again. As we have pointed out, leaving the cupboard open
in general is not a good solution as it might hinder the robot
to perform later actions. Another solution would be to integrate the opening and closing activities in a higher-level
plan, in this case the one that tries to take both cups. But
this doesn’t solve the problem in general. There might be
other things to be taken from the same cupboard, so that the
closing should be performed on an even higher level. On the
other hand, when there are people working in the kitchen, it
might make sense to close the door more often, in order not
to hinder others in their activities.
It is extremely hard to find a general solution to this problem and the more abstract the cleaning up activity, the more
difficult it gets to integrate it into the overall sequence of
actions. In our plans, we differentiate between the robot’s
condition and that of the environment. Each plan takes care
that the robot is in a state that makes the action possible. For
example, when navigating the robot checks on the distance
it is going to move and decides if the arm should stay in the
position it currently has or should be moved to the idle pose
(for longer distances). The situation in the environment is
stabilized after a goal has been reached. So when the robot
takes something out of the cupboard, it closes it afterwards.
The aforementioned problems are lessened by applying plan
transformations to these default plans that omit unnecessary
plan steps.

plan
navigation
turning
left arm
right arm

duration
1138.10 s
195.75 s
52.21 s
145.39 s
191.41 s

count

sum

17
15
79
99

21.96 m
820.55◦
17.44 m
23.29 m

Figure 8: Execution trace and statistical data of the plan for
boiling pasta.

Evaluation
We have presented a fully functional plan library containing plans on different levels of abstraction. The creation of
the plan library is work in progress. We don’t know of any
other research activity with the goal of developing a general
library of plans that enhance their performance. We have
pointed to some unsolved questions that are vital for achieving robust behavior in human environments.
The most abstract activities in our library are currently
setting the table and boiling pasta as the latest addition. The
higher-level and basic manipulation plans are very general,
they are used for both activity plans equally.
The plan for setting the table uses six and for boiling pasta
seven higher-level manipulation plans and about eight basic manipulation plans. The hierarchy is 7–9 levels deep,
the lowest level consisting of the basic goals provided by
the Player interface. During the execution we monitor eight
kinds of failures. When failures occur, they can be recovered
and lead to a successful completion of the table setting goal
in 86% of the cases.
Figure 8 illustrates an execution trace of the pasta boiling
plan together with a table containing statistical information
about the plan. It shows the activation time for the mainly
used basic manipulation plans and how often they are called.
We have especially pointed out the challenges in combining plans, both sequentially and hierarchically. Our plans
have an explicit structure allowing automatic plan transformations. Using transformations on basic and higher-level
manipulation goals, we could enhance the overall performance of setting the table (Müller, Kirsch, & Beetz 2007).
In sum, we have developed a library of general and more
specific plans, which enables our robot to robustly perform
household activity. The default plans are enhanced by plan
transformations and are executed robustly monitoring and
recovering failures.

Related Work
This paper is similar to the work by Firby et al. (1996), who
describes the plan library of the robot Chip, whose task was
to clean up trash in an office environment. They use Firby’s
RAP language for their plans, which is a direct predecessor
of RPL, but doesn’t enable plan transformations.
Transformable plans were the subject of the work by
Beetz (2002), who extended RPL to create plans that can
automatically be revised. In contrast to our work, the work
was performed using abstract simulation.
Research on PRS (Ingrand, Georgeff, & Rao 1992) and
TDL (Simmons & Apfelbaum 1998) focus on the design and
implementation of plan execution languages whereas we address the design and realization of general purpose libraries.
Williams et al. (2003) developed the Reactive Modelbased Programming Language (RMPL) to represent reactive
plans. RMPL includes model-based programming features
for making the plans more robust. The language was mainly
employed in spacecraft applications.
Another work on robots performing robustly in the real
world is the architecture proposed by Alami et al. (1998).
This architecture incorporates failure monitoring and recovery as well as concurrent execution.
Zöllner et al. (2005) build hierarchical task representations in a kitchen environment by observing humans. In contrast to our complete plan library, they focus on the level of
basic manipulation skills.
An early approach to monitor failures is presented by
Fikes & Nilsson (1971), where tables assigning plan execution states to expected world states are kept and compared
to the happenings in the environment.
Our overall approach of defining plans in a library and
transforming them can best be compared to the work of
Sussman (1973). His Hacker system contains a library of
plans that have already been used. When no appropriate plan
is found, new plans are generated according to the task. His
language supports composite goals and keeps a record of
the purpose a plan is to fulfill, which makes the plans transformable with logic-based rules.

Conclusions
In this paper we have presented our plan library for performing sophisticated household activities, especially setting the
table. To achieve the desired behavior, we need plans on different levels of abstraction. These abstraction layers cannot
be seen as fixed categories, but include plans that are similar
with respect to failure monitoring and recovery, determining
program parameters and the use of auxiliary goals.
Although lower-level goals can diagnose failures, they
have few means to recover them. They have to complement the abstract problems with values for execution parameters, which are needed for the execution on the system
level. Higher-level plans are more concerned with repairing
failures and to ensure that they can be executed robustly at
any time without preconditions. An important concept here
are auxiliary goals, which are necessary for reliable execution, but are hard to integrate efficiently into the plan.

We have pointed out the problems of shifting the responsibility for the low-level parameters to basic plans, because
they often lack the information needed for an appropriate
choice. We have also explained the intricacies of defining
when a plan has ended and what the next plan in a sequence
may expect from the world state.
With the use of auxiliary goals and failure recovery our
plans show very robust and reliable performance. They are
represented in a uniform way, so that they can be enhanced
by plan transformations (Müller, Kirsch, & Beetz 2007).
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