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I. I NTRODUCTION
The motivation for this work comes from the requirement
for a robust method of generating a functional model of
kitchen environments from RGB-D data. In order for mobile
robots to perform useful tasks such as opening and closing
of doors and drawers or retrieving objects and returning
them to appropriate places a detailed 3D map is required
with an accuracy to within 1cm, whereby information of the
environment can be extracted and processed into a semantic
and functional form for the robot [1], [2]. However in order
to build up such semantic maps, it is necessary to be able to
generate a reliable model of an area from sensor data without
the prior knowledge of that area. An excellent candidate
for recording 3D data for mapping are RGB-D cameras.
These are cameras that capture RGB images as well as
measure depth and associate a depth value to each image
pixel, generating 3D point clouds as the output.
In this work we consider building such a 3D model using
a hand-held RGB-D camera. In order to build the map from
such a camera, some form of SLAM system needs to be
utilized [3] which attempts to both simultaneously calculate
the path the camera has taken, and create a map of the area
from the data. We have qualitatively evaluated three openly
available algorithms for building 3D models [3], [4], [5], the
first of which was selected as the go ahead tool according to
the following criteria: accuracy, computational cost, memory
requirement and community support. An optimal point cloud
generated by [3] is depicted in Fig. 1, top1 . As we see
in the bottom row close up views the model is far away
from the precision required for the segmentation of doors
and handles and thus subsequent grasping and opening.
The imperfections are mostly due to a critical component
of the SLAM process, the calculation of a transformation
between two camera frames by aligning respective 3D point
clouds. One approach to address this problem is to take
SIFT features [6], projected into 3D space using depth data,
and applying random consensus to obtain a transformation
between two frames. This can be a fast and accurate method
under certain conditions. Another approach is to use the
Iterative Closest Point (ICP) [7] algorithm, utilizing for
example point to plane error metrics and the Levenberg
Marquardt (LM) solver to converge the point clouds. This
is also effective, however is susceptible to local minima
and therefore requires initialization conditions which are
1 Please note that the g2o global optimization technique was also used in
the creation of this point cloud.

Fig. 1: Complete point cloud model of a kitchen area as
created from an RGB-D SLAM system [3], illustrating
imperfections. (a) Shows the model being viewed from the
left side, plane 1 and plane 2 should be representing the same
wall in the model and are therefore misaligned. (b) Handle
1 and Handle 2 are the same handles from different point
clouds and are therefore misaligned
.
close to the optimal solution. Finally, there are algorithms
that make use of both depth and visual feature data. The
SLAM system in [3] uses both approaches based on the
heuristically selected number of SIFT features and the system
proposed by [8] uses a joint optimization method in order to
combine both dense point cloud and visual feature data in
one optimization step to calculate a transformation. In this
paper we performed a benchmark study with an objective
to determine the behaviour of an implementation of the
algorithm put forward by [8] in a number of distinct
sceneries.
II. J OINT O PTIMIZATION
In this section we will briefly recap the joint optimization
method proposed by Henry et al. [8]. This algorithm jointly
optimizes the transformation between two point clouds over

both the dense point associations and visual feature associations. SIFT feature was used to extract the latter.
The joint optimization equation is stated in Eq. 1. It jointly
optimizes two distance error metrices: point-to-plane for the
distance between dense point cloud correspondences and
the point-to-point for the distance between visual feature
correspondences. The visual feature correspondences are
calculated at the start and remain the same over all iterations.
T∗ is the transformation to be optimized. fs and ft are
the visual feature points projected into 3D space for source
and target point clouds respectively, and ps and pt are for
the dense points. Ad and Af are the number of features
and dense points, and are used to normalize the two parts
of the joint optimization function. wi and wj are weights
per correspondence for feature and dense associations. They
could be used to rate the reliability of the associations,
which may be obtained from the algorithm used to find
features or from some form of distance metric on the dense
clouds. In this implementation they are all set to 1. Finally
α is a weighting factor, giving either the visual feature
correspondence error metric or the dense point cloud error
metric more influence, whereby α = 1 is only the visual
feature error metric, α = 0 is only dense point error metric,
and anything between a mix of the both.
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III. E VALUATION METHOD
The algorithm was implemented in the Point Cloud Library (PCL)1 and tested using ROS. Sets of point clouds
were recorded using the Microsoft Kinect camera. A stream
of clouds were recorded by moving the camera across each
scene, and afterwards individual clouds were selected from
this data.
To evaluate the joint algorithm, scenes were selected based
on the presence or absence of structure and texture, in order
to show in which conditions the joint optimization is of
benefit compared with using only dense point cloud data
or only visual association data. An additional parameter was
tested, the distance of the camera to the scene.
Altogether, seven scenes were taken for evaluation: the
4 shown in Fig. 2 and a typical office desk scene taken
at 1m, 2m and 3m distance. For the non textured scenes,
plain walls were selected which produced a small number
of visual features. For the non structured scenes flat walls
were recorded. For the featured and textured scene, part of
the kitchen scene was taken.
1 Staged

for submission to PCL.
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Fig. 2: Examples of aligned point clouds for different scenes.

A dataset intended for testing RGB-D SLAM systems was
made available [9] however this was not used for this evaluation because the data set is more aimed at testing SLAM

Fig. 3: Distance error metric on converged point clouds.
systems rather than point cloud alignment. In particular there
are no instances of scenes with less structure or less texture.
It is also important to consider the performance not only of
consecutive point clouds, but point clouds with less overlap.
So for each scene, point clouds with varying overlap were
selected, based on percentage of point cloud overlap. Three
levels were taken approximately 95%, 70% and 50%.
In terms of the algorithm, we selected varying values of
α to be α = 0.0, α = 0.5 and α = 1.0, to contrast the
performance of the dense point cloud error metric, the visual
feature correspondence error metric, and a combination of
the both. It was also an aim of this study to determine the
how many visual feature points are required for accurate
alignment as well as to observe the deterioration of alignment
with insufficient features. Due to this, the algorithm does
not automatically fall back to α = 0 where visual features
were lacking, differing from [8]. For convergence criteria
the minimum change in the transformation was set to 1e-8,
Euclidean fitness error was set to 0 (never converge on this
criteria) and maximum number of iterations was set to 75.
In addition a standard ICP algorithm using Singular Value
Decomposition as a solver was also tested. This was the
standard implementation from PCL which uses point to point
error metrics. This was used to contrast to the joint algorithm
with α set to 0, which uses LM and point to plane error
metrics, which may be susceptible to different local minima.
As described above, RANSAC is used to remove outlier
feature associations, as well as to provide an initial transformation for the optimization function. However when there
are a low number of features, this initial transformation can
often be much worse than providing no initial transformation
at all, and therefore no RANSAC initialization has been used

for the non textured scenes.
We used a distance error metric to evaluate each test,
which was calculated by first finding point correspondences
using nearest neighbour search, rejecting correspondences
over a distance of 1cm2 (as to ignore non overlapping
sections of the clouds) and normalizing the error over the
number of correspondences. It is important to note this
metric evaluates the structural alignment of clouds, and does
not take matching point colour into account. Therefore flat
surfaces may obtain very good results even when the textures
are completely misaligned.
IV. R ESULTS
The results can be seen in Fig. 3.
For the textured scenes, it is apparent that for all different
values of α, the performance was roughly the same, that is,
there was no benefit from the joint optimization of both error
metrics.
The non textured scenes showed a significant improvement in decreasing error when jointly optimizing with dense
correspondences, or using only dense correspondences. This
was expected as the dense 3D point cloud data will help
improve the alignment where visual feature points are lacking. Taking the test case of no texture with structure and
50% point cloud overlap, it can be clearly seen that there is
a decrease in error as α decreases, that is, more weight is
given to the dense point cloud error metric.
The point cloud overlap also played an important role,
whereby less overlap resulted in generally more error or in
some cases no convergence (no feature, no structure). This
2 Accounting for Kinect’s precision: http://www.ros.org/wiki/
openni_kinect/kinect_accuracy.

is likely due to the fact that less visual feature points and
less structure are available for alignment in point cloud pairs
with less overlap.
Minimum number of visual features is a critical factor
when incorporating distance between visual associations as
an error metric. Below a certain amount of visual features,
typically less than 25, it has been seen that the point clouds
will never converge when using some or all feature error
metric component (α > 0). This is made very clear from
no texture no structure in both 70% and 50% overlap, as
α = 0.5 has about the same error as α = 1.
Not only is minimum number of visual features an important factor when utilizing visual feature correspondences
error metric, but also the distribution of features. Take for
instance when all features occur on a straight line (as in
Fig. 2d), this allows the point clouds to essentially pivot
about this line during alignment, as there is insufficient data
to constrict the alignment correctly. This should be taken into
account if visual features are to be automatically discarded.
For determining RGBDSLAM suitability, the error metric is not sufficient in itself to identify misalignment of
texture, or significant misalignment of point clouds. Upon
visual inspection of point cloud pairs, it was found that there
was such a gross misalignment similar to that seen in Fig.
1, particularly for the untextured scenarios.
It appears that the SVD test case was superior in every
scenario. However in actual fact there was often significant
misalignment of texture between clouds, as the error metric
did not take misalignment of texture into account. This was
also true for the α = 0 test cases.
In terms of execution speed, for our implementation
it typically takes between 15-30 seconds on an desktop
computer for the joint optimization function to converge. In
nearly all cases it converges based on the minimum change
of transformation criteria. Before the optimization can run
the point normals also need to be calculated for the point
to plane error metric, which also typically takes 30 seconds.
This execution speed rules this algorithm out in its current
state for realtime RGB-D SLAM operation, as for realtime
operation, many point clouds need to be aligned per second.
However it is still viable for an an offline processing mode,
or for implementation on the GPU.
V. C ONCLUSIONS AND F UTURE W ORK
The take home message of this experiment is two-fold.
On one hand we evaluated behaviour of the state-of-the-art
algorithm for the registration of RGB-D point clouds in terms
of the combination of textured, non textured, structured and
non-structured indoor scenes. On the other hand we showed
that even in the presence of the algorithm favorable conditions, the point-based registration is not enough to acquire
semantic maps that personal robots could use reliably. We
therefore believe that the following research avenues shall
be explored.
First, we will explore the registration based on priors.
For example as the scene is being mapped, segmentation of
walls, floors or fixtures will also take place, to provide more

(a) Registration with RGB-D features (b) Registration by aligning segmented handles

Fig. 4
information about the scene, such as the principle alignment
axes. Consecutive frames can then be registered not only
based on alignment of visual associations and dense point
clouds, but also based on the alignment of these segmented
parts or planes. We have already begun to investigate such a
solution, by extracting and using cupboard handles as the
third component in the joint optimization equation. (See
Fig. 4) This method shows promise, particularly addressing
alignment issues illustrated in Fig. 1.
A registration method based on planes has been proposed
[10], this is another line of work that we will pursue and add
into the joint optimization framework. Planes are essentially
difficult to consistently match but are on the other hand
dominant features in the environment.
Another option to increase the accuracy of the registration
is to combine the RGB-D camera with the sensors (such as
accelerometers or gyroscopes) for the camera pose estimation.
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