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Abstract. In this paper we present our work on markerless model-based 3D human motion capture using multiple cameras. We use an industry proven anthropometric human model that was modeled taking ergonomic considerations into
account. The outer surface consists of a precise yet compact 3D surface mesh
that is mostly rigid on body part level apart from some small but important torsion deformations. Benefits are the ability to capture a great amount of possible
human appearances with high accuracy while still having a simple to use and
computationally efficient model. We have introduced special optimizations such
as caching into the model to improve its performance in tracking applications.
Available force and comfort measures within the model provide further opportunities for future research.
3D articulated pose estimation is performed in a Bayesian framework, using a set
of hierarchically coupled local particle filters for tracking. This makes it possible
to sample efficiently from the high dimensional space of articulated human poses
without constraining the allowed movements. Sequences of tracked upper-body
as well as full-body motions captured by three cameras show promising results.
Despite the high dimensionality of our model (51 DOF) we succeed at tracking using only silhouette overlap as weighting function due to the precise outer
appearance of our model and the hierarchical decomposition.
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Introduction

The problem of understanding human action is one of the main challenges towards
robot interaction with humans and also towards natural computer interfaces for humans.
As an example, service robots interoperating in human environments must be able to
predict human behavior and intentions or else they will be more of a burden then a relief
to humans. A first important step in understanding human action is to observe human
actions or more general to observe human motions. Such observations can provide the
basis for further analysis and true understanding of actions and intentions.
Human motion analysis can also be of value in the area of industrial design. Ergonomic studies aim at analyzing comfort and user-friendliness of new products. Providing high precision motion data coupled with a human model based on anthropometric and ergonomic considerations yields valuable data for these kinds of studies, that

are currently mostly relying on static pose analyses. Motion analysis is also becoming increasingly popular in the area of high performance sports, for the optimization of
motion sequences of athletes.
In this paper we present our approach at markerless human motion capture. Our
setup is a multiple camera setup with 3 cameras capturing the human subject from
different sides. The industry proven ergonomics-based digital human model RAMSIS
is used for tracking. It is capable of capturing different anthropometries, i.e. human
appearances, while being computationally efficient and relatively easy to use. A wide
range of existing applications and available domain knowledge such as force and comfort measures within the model further motivate its use. The tracking of the 3D articulated pose of the model is done in a Bayesian Sampling Importance Resampling (SIR)
framework, more generally referred to as Particle Filtering. To succeed despite the high
dimensionality of the model, a hierarchical decomposition of the pose space based on
the hierarchical structures in the human model is performed. Therefore it is possible to
sample efficiently from the high dimensional space of articulated human poses without
constraining the allowed movements.
The remainder of this paper is organized as follows. In the next section we give
an introduction of related work and show where to classify our work. We present the
ergonomics-based digital human model RAMSIS and the optimizations integrated for
its use in motion tracking in section 3. Section 4 gives an insight into the Bayesian
tracking framework and the hierarchical decomposition of the pose space for successful
tracking. Results on sequences of upper- and full-body motions are presented in section
5. We finish the paper in section 6 with our conclusions.
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Related Work

Human Motion Analysis is one of the most active topics in Computer Vision research.
Several surveys give a good overview of recent work and taxonomies [11–13]. In contrast to commercial applications that usually rely on professional marker-based systems,
most of the research done in the field is targeting at markerless tracking. While it has
been shown that it is possible to extract 3D motion information from single views [8]
given initial training of corresponding silhouette appearances, accurate and reliable 3D
tracking is more likely to be performed in multiple camera settings. Usually a search
of the optimal pose given an initial estimate is performed. Modified particle filters have
been applied to successfully deal with the high dimensionality of the pose space. While
standard particle filtering is unsuitable for higher dimensions (> 8) as computational
costs grow exponentially, Deutscher and Reid [6] use a so-called Annealed Particle Filter to escape the local minima inherent in the pose space. Partitioned Sampling [10] is
another method suitable for articulated models to reduce the number of particles needed
for tracking. Apart from particle filtering, many approaches use optimization methods to
find the best pose [9, 14]. Usually a good initial guess is needed to avoid getting trapped
in local minima, which makes optimization based methods harder to apply when tracking with low frame rates. An interesting combination of an optimization scheme with
particle filters is presented by Bray et al. [3], although applied to hand tracking, which
has a hierarchical structure very similar to the human body. One option to reduce the
dimensionality is to project the space of articulated poses to a lower-dimensional man-

ifold by learning the manifold for specific activities [17, 16]. These approaches work
well for the specified motions, but also constrain the amount of detectable motions.
The objective function (or weight function) used is often based on observed silhouette or contour overlap between image observations and model projections [6, 14].
Another option is to calculate the point to surface errors given the visual hull of the human [9, 1, 5]. These approaches require the human to be surrounded by several cameras
for a precise estimate of the visual hull and are usually computationally more expensive.
In this context, our approach can be classified among the particle filter based approaches for unconstrained motions. We are using plain silhouettes instead of the visual
hull to be able to get along with a minimal camera setting and fast evaluations of the
weight function. Three cameras seem to be the minimum necessary to overcome ambiguities in the silhouette projections [2].

Fig. 1. Inner model of the digital human model RAMSIS. The joint locations with abbreviations
are shown on the left, the hierarchical structure of the model including the degrees of freedom
per body part are shown on the right. The hierarchical origin is the pelvis. The pose for the shown
inner model is the same as in Figure 2
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Anthropometric Human Model

In our work we take the new approach to integrate the digital human model RAMSIS
for tracking of human motions. RAMSIS is an industry-proven and far-developed model
from the ergonomics community, that is widely-used especially in the automotive community [4]. It was initially developed to ease CAD-based design of car interior and
human workspaces, as well as for use in ergonomic studies. The following advantages
for motion analysis tasks come along with the use of this model:
1. The model is capable of capturing different body types according to anthropometric
considerations, i.e. the different appearance of a wide range of humans. Its design
has been guided by ergonomic considerations from leading experts in the field.
2. The locations of the inner joints correspond precisely to the real human joint locations. This makes the model ideal for analyzing the detected motions e.g. in sport
analytics or ergonomic studies.

3. It is capable to capture most of the movements humans can perform while retaining
a correct outer appearance. Absolute motion limits as well as inter-frame motion
limits are integrated and help to reduce the search space when tracking. Motion limits can be queried for different percentiles of the population using anthropometric
knowledge. Furthermore, existing motion knowledge (e.g. links in the degrees of
freedom of the spine) is integrated to guarantee physiologically realistic postures.

Fig. 2. Outer model of the digital human model RAMSIS for different anthropometries and gender.
The surface is modeled as a 3D triangle mesh with some posture dependant deformations.

Apart from these advantages, several extensions to the model have been developed
that provide space for promising future improvements of our motion tracking algorithm.
To name one, Seitz et al. presented an approach for posture prediction using internal and
external forces as well as discomfort [15]. We plan to integrate such cues in future work.
We will now discuss the digital human model RAMSIS in more detail. It consists
of an inner model (Figure 1) that is modeled very closely after a real human skeleton
(e.g. with an accurately approximated spine), and an outer model (Figure 2) for the
surface representation of the human skin. Both inner and outer model are adaptable
to different anthropometries (height, figure, body mass, etc.). This is usually done by
hand in an initialization step. We are currently working on reducing the parameters
needed for the anthropometric adjustment using Principal Component Analysis, so that
the initialization is simplified.
The outer surface model is a simple triangle mesh, with absolute vertex coordinates
being calculated from the pose dependant underlying part coordinate system and the
anthropometric length parameters for a given model instance. It is rigid with respect to
the individual body parts, except for rotations around tangential body part directions,
where an additional torsion deformation is applied to the vertices. The surface connections between body parts provide for some pose dependant deformations and have
been carefully modeled in the initial design step. This becomes particularly apparent in
the shoulder region that can be naturally shifted and rotated as it is modeled as a selfcontained body part. The model resolution used is a good compromise between accurate
outer appearance and fast computations. Using a higher surface resolution doesn’t improve the appearance very much, and using a lower resolution would result in unrealistic torsion deformations and body-part connection surfaces. Silhouettes and contours of
the outer surface are easily calculated for each camera view using projective geometry
given the calibrated camera parameters.

Figure 1 shows the hierarchical structure of the body parts along with the number of
degrees of freedom. Without the optional hand model, the human model has 65 degrees
of freedom (note the accurate modeling of the spine). For the model to be usable for
tracking tasks, we reduced the complexity in the spine by only considering the OLW joint
(upper lumbar spine) and the UHW joint (lower cervical spine). The joints inbetween are
interpolated relatively to their maximal ergonomic motion limits, which is perfectly
sound with the real movements produceable in the spine. A similar optimization was
made with the OHW joint (upper cervical spine), which is interpolated from movements
of the head (KO joint). The reduced model we use for tracking features 51 degrees of
freedom when considering hand and feet, and 39 degrees of freedom without hands and
feet considered.
Another optimization tailored towards tracking tasks that we have incorporated into
the model is a cache for the body part transformations and the surface meshes, so that
only the changed body parts need to be recalculated. This is an important optimization
resulting in a huge speedup when dealing with hierarchical particle filters, as there are
a lot of repeated local pose variations during each resampling step in each hierarchy.
Having shown the intentions behind our model selection, we will now focus on the
tracking algorithm for the remainder of this paper.
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Hierarchical Particle Filtering

Tracking of articulated human motions in 3D is a very complex task due to the high dimensionality of human poses and the highly non-linear observation models with many
local maxima. Particle filters cope well with non-linear observation models, but quickly
become unfeasible with growing dimensionality of the state space (see [7] for a detailed introduction of particle filters). Several variations of particle filters have been
proposed that have been shown to successfully track in the high dimensionality of the
human pose space. Deutscher and Reid [6] proposed annealed particle filters to overcome local maxima and to concentrate the particle spread near the global maximum.
Although they integrated a sort of hierarchical decomposition by adapting particle motion to the variance of each body joint, they are still estimating all joint angles at once.
The downside to this is that in each iteration joint angles are estimated that are only
valid in the context of their hierarchical predecessors. As these predecessors are not yet
reliably estimated in the early annealing stages of each iteration, some computational
effort is wasted here. Partitioned sampling is an approach at hierarchical decomposition
of the pose space that has been introduced by MacCormick and Isard [10] in the context of hand tracking, where subparts of the pose space are estimated independently of
each other. Partitioned sampling can be seen as the statistical analogue to a hierarchical search, and is especially suited to cope with the high dimensionality of articulated
objects. Applied to a human articulated pose, it means to first estimate the torso of a
person, before focusing the search to the joints in the arms, legs and head hierarchies.
We have chosen to adopt this approach for our tracking algorithm. The prerequisites for
using partitioned sampling [10] are fulfilled in the case of human motion tracking: The
pose space can be partitioned as a Cartesian product of joint angles, the dynamics of
joint angles do not influence the dynamics of hierarchically preceding joint angles, and
the weight function can be evaluated locally for each body part.

As already hinted, our tracking algorithm is a particle filter approach using partitioned sampling, which can also be seen or implemented as a hierarchically coupled
series of local particle filters for individual body parts. We have split the pose space
in a way that no subspace needs to evaluate more than 8 DOF at once. Therefore we
divided the estimation of the torso in a lower torso including the initial 3D pose and
 an
upper torso. We will now describe
our
choice
for
the
motion
model
P
x
x
and
t
t−1

the observation model P yt xt .
As we want to track unconstrained human motions, we do not use a specific motion
model except for Gaussian distributed diffusion (xt+1 = xt + N (0, σ 2 )). The amount
of diffusion for each joint angle j is controlled via the inter-frame standard deviations
σj of the Gaussian distribution. They are dependent on the number of image frames
per second (fps) and have been estimated with the help of experts from the ergonomics
community. For a sequence captured with 25 fps, they range from 0.5 deg for some
degrees of freedom in the spine up to 38 deg for torsion of the forearms. In our experiments, we have limited the maximal joint angle standard deviations to 12.5 degrees, or
else the tracking would become inaccurate. For tracking very fast motions we recommend a higher framerate. Furthermore, minimal and maximal joint angles are restricted
for each joint taking ergonomic and anthropometric considerations into account.
For the observation model and the calculation of the weighting function, we have
decided to select the silhouette overlap between the projected outer model and the silhouettes observed in the video frames. This choice has been guided by the consideration
that silhouette shapes from multiple cameras provide rich and almost unambiguous information about a human pose. Although no depth or luminance information is considered, we believe that given the detailed outer appearance of our model, silhouette information is sufficient for simple tracking tasks (constrained environments, no occlusions
with other objects). Silhouette shapes are relatively easy to extract from images using
standard background subtraction techniques. Furthermore, they fulfill the requirement
of being locally evaluable for each body part, as requested for partitioned sampling
approaches. The weight π (i) for each of the N particles with index i is computed as
follows:
X
Ie(i) (x, y) ;
Ie(i) = Ip(i) XOR Is ;
i = 0...N ;
(1)
e(i) =
x,y

e(i) − min(e(i) )
π̃ (i) = 1 −
π (i)

i

(i)

max(e ) − min(e(i) )
i
i


a b
= 1 − 1 − π̃ (i)

(2)
(3)

Here, e(i) is the absolute error between the silhouette mask Is from the background
(i)
subtraction and the projection Ip of the outer model. It is calculated by applying a pixelwise XOR between the two image masks and counting the non-zero pixels (Equation
1). We then normalize all particles according to Equation 2 by scaling particle weights
between 0 (highest error) and 1 (lowest error). Equation 3 calculates the final particle
weights by further suppressing low and reinforcing high weights. We have set a = 16
and b = 8 in our approach. Using the normalizations as in Equations 2 and 3, we are

able to influence the survival diagnostic D as introduced by MacCormick and Isard
[10]. The survival diagnostic gives an estimate of the number of particles that will survive a resampling step, and is an important tool for controlling the particle spread. A
survival diagnostic of about D = 13 N has provided the best results in our experiments,
and proved to be a good trade-off between focusing particles in the most likely areas
and tracking multiple hypotheses.
After all weights have been updated for every hierarchy, the particle with the highest
weight is selected as the Maximum Likelihood Estimate of the human pose in that
timestep. We apply a Gaussian weighted mean filter on the estimated poses in a final
post-processing step to smooth the tracked motions that tend to be trembling a bit due
to the characteristics of particle filtering.

Fig. 3. A single tracked frame from the upper-body dart sequence with human model as seen
from three cameras. The first column shows the outer model overlaid on the original images. The
second column shows a zoomed in view of the same images. The third column shows the inner
model. The last column features the 3D human model rendered from arbitrary virtual viewpoints.
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Results

We have evaluated our approach on several videos captured in a setup with three cameras. To ensure that the extracted silhouettes carry enough information for unambiguous
tracking, the cameras were placed in a way to capture the subject from different sides.
Our experience has shown that the angle between each two cameras should differ by at
least 45 degrees. It should also be avoided that two cameras are placed exactly opposite of each other, as this results in mirrored silhouettes that do not provide additional
information. Using less than three cameras substantially reduces reliability due to ambiguities, as has been shown by Balan et al. [2].
Due to missing ground truth data, we are not able to give a qualitative evaluation
in terms of pose errors. We therefore rely on a manual visual inspection of the results,
that is easy to do due to the precision of our outer model. A high overlap of the model
projection with the silhouettes extracted from the background subtraction in all images
indicates good tracking results. Furthermore, projections of only the inner joints onto
the original videos shows the precise estimation of true articulated joint positions in
the human skeleton. Figure 3 shows in detail a single tracked frame from a sequence
with only upper-body motion. The sequence shows a human grabbing and throwing dart
arrows and features fast motions of the arm and both stretching and rotating movements
of the upper torso. The sequence is captured with 3 cameras at 25 fps and was tracked
correctly without interruptions for about 1000 frames. Successful tracking of upperbody motions is possible with as little as 250 particles, but the screenshots are taken
from a sequence that has been tracked with 5000 particles for higher accuracy.
We have also run tests on full-body motion sequences as shown in Figure 4. This
is an extended sequence captured by 3 cameras at 25 fps that lasts for more than 9000
frames. We have tracked most of the sequence in chunks starting at different initialization points. Successful tracking has been observed for up to 1500 frames at once, using
5000 particles. We recommend to use at least 2000 particles for full-body tracking.
A critical part of the tracking when using only silhouette information is the head,
as it is not well distinguishable from different perspectives. This results in shaky motions of the head. We propose to fix this problem in the future by considering color
appearance at least on the head part, as this would provide a more informed estimate of
the head position due to the distinct appearance from different sides (skin, eyes, hair).
Other tracking problems occur when tracking in natural environments with occlusions
caused by tables or other furniture. Such situations could be improved by using more
cameras, however this comes at a higher computational cost. Inaccuracies in the silhouette extraction due to problems in the background subtraction step (changing lighting,
shadows, bad color contrast) can be dealt with to a certain amount, but become a problem when whole body parts, e.g. arms, disappear. We plan to increase the robustness of
our tracking by extending the silhouette based approach with an appearance model and
by integrating optical flow predictions into the motion model of the particle filters.

6

Conclusion

We have presented our take on human motion capture and introduced the human model
RAMSIS in this context. The following advantages come with the use of this model:

First, RAMSIS has been specifically designed under ergonomic and anthropometric considerations, making it especially valuable in the context of human motion analysis. Second, a realistic and detailed outer model and a flexible parameterization with respect
to different human appearances make it a powerful model in many possible scenarios.
Third, our introduced optimizations such as caching and ergonomically sound dimensionality reduction make it easy to use and computationally competitive for particle
filter based tracking applications. We have shown successful and accurate markerless
tracking for upper-body (35 DOF) and full-body (51 DOF) sequences captured by three
cameras, using only silhouette information extracted with standard background subtraction techniques and an intelligent hierarchical decomposition of the human pose space.

Fig. 4. Screenshots of the first camera from full-body tracking sequence.
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