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Abstract

Efficient and accurate localization of the components of
human faces, such as skin, lips, eyes, and brows, provides
benefit to various real-world applications. However, high
intra-class and small inter-class variations in color prevent
simple but quick pixel classifiers from yielding robust re-
sults. In contrast, more elaborate classifiers consider shape
or region features but they do not achieve real-time perfor-
mance.

In this paper, we show that it definitely is possible to
robustly determine the facial components and achieve far
more than real-time performance. We also use quick pixel-
level classifiers and provide them with a set of pixel features
that are adapted to the image characteristics beforehand.
We do not manually select the pixel features and specify the
calculation rules. In contrast, our idea is to provide a mul-
titude of features and let the Machine Learning algorithm
decide which of them are important.

The evaluation draws a comparison to fixed approaches
that do not adapt the computation of the features to the im-
age content in any way. The obtained accuracy is precise
enough to be used for real-world applications such as for
model-based interpretation of human faces.

1. Introduction

High-level image interpretation, such as model-based
techniques, benefits from being provided meaningful low-
level features, especially in real-world applications. E.g.
model fitting bases its computation on foreground color
features, which helps to distinguish objects from their sur-
roundings. In the case of interpreting face images, color in-
formation well describes the components of human faces.
Figure 1 illustrates the automatic extraction of the facial
components lips, teeth, iris, sclera (the white part of the
eye), and eye brows. Compared to raw pixel values, this
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information facilitates precisely fitting a face model that is
involved in various interpretation tasks.

Research on this subject is subdivided into two parts. On
the one hand, the intention is to precisely extract the shape
of a certain facial component, which involves a sophis-
ticated and runtime-elaborate computation of the feature.
These approaches often obtain high accuracy. On the other
hand, the aim is to generate a pixel-to-component mapping
while considering pixel information only. The advantage
of these pixel-based techniques is their high runtime per-
formance, but the accuracy usually decreases. The goal of
this paper is to obtain highly accurate classification results,
while still maintaining the quick runtime performance of
pixel-based techniques.

Problem Statement. These pixel-based techniques to
facial component segmentation require a robust pixel-to-
class mapping, which is usually implemented as a classifier
that considers static pixel features such as color and spa-
tial information. This classifier estimates the facial compo-
nent for each pixel individually. Considering pixel values
instead of texture-based or region-based features results in
high speed, but the accuracy is low, because they are not de-
scriptive enough to derive the facial component. The reason
is that the color of a facial component varies significantly
throughout a set of random images, due to varying context
conditions, such as lighting, camera type and settings, and
the person’s tan and ethnic group. This makes the color of
a facial component occupy a large cluster within any color
space. Furthermore, color clusters of different facial com-
ponents may overlap. Therefore, using static pixel features
only is not suitable to robustly determine facial components.

skin lip tooth iris sclera eye brow
Figure 1. Our approach is able to identify different facial compo-
nents using the pixels’ color and spatial information.
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Solution Idea. In contrast to considering a set of ran-
dom images where context conditions are extremely vary-
ing, we now consider one single image only. In this case,
the context conditions are fixed and all pixels of a certain
facial component look similar. Their color occupies a much
smaller and more compact cluster, which facilitates iden-
tifying a facial component by its color. Furthermore, the
color clusters of different facial components are less likely
to overlap.

Inspired by these insights, we first compute the context
conditions including the color cluster of a certain facial
component within the given image. A face locator and a
probability mask that is specific for this facial component
need to be learned. Additionally considering the spatial dis-
tribution of the facial component relative to the location of
the face further improves classification accuracy. In a sec-
ond step, we create additional pixel features, so-called ad-
justed pixel features, that are adapted to the context con-
ditions. Therefore, they are more valuable to determine
facial components. Our idea is to provide a multitude of
partly redundant features and let the Machine Learning al-
gorithm decide which of them are relevant and which are
not. Learning facial component classifiers from these fea-
tures provides a higher accuracy, while maintaining the high
runtime performance of pixel-based approaches at the same
time.

Contributions. The contributions of this publication are
as follows. We introduce a set of adjusted pixel features
that are highly descriptive for the facial components. Using
these features classifiers are able to accurately determine
the facial component. The runtime of our approach is by
far higher than frame rate. Its high accuracy and its high
speed render our approach appropriate for real-world and
real-time applications. 1

The remainder of this paper is organized as follows. Sec-
tion 2 gives an overview about related approaches that aim
at classifying facial components. Section 3 explains how to
compute the adjusted features proposed. Section 4 conducts
experimental evaluation and Section 5 gives a conclusion
and suggests future work.

2. Related Work
Classifying skin color is addressed more frequently in

the literature than other facial components. Therefore, we
review related approaches individually.

2.1. Extracting Skin Color

Skin color represents an important source of information
to various computer vision applications and therefore, a lot
of research is conducted in this area. Vezhnevets et al. [12]
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give a comprehensive overview of recent work and catego-
rize the detection techniques as follows.

Non-parametric skin color distribution modeling indi-
vidually specifies for each element of the color space, if
it represents skin. These algorithms perform at very high
speed, but they require a lot of memory for storing the deci-
sion rules, which are learned from comprehensive training
data. The accuracy relies on the training set.

Parametric skin color distribution modeling expects skin
color to be located within a cluster with a specific shape, de-
fined by a set of parameters, which limits the required mem-
ory to these parameters. The computation of the parametric
cluster increases classification time. However, the accuracy
decreases, because the pre-defined shape of the cluster does
not represent the true color distribution exactly. Common
approaches model skin color distribution via a single Gaus-
sian or a mixture of Gaussians [3, 2].

Explicit definition of the skin color cluster uses a set of
rules that explicitly define the color cluster without sticking
to a pre-defined geometric shape. Memory requirements
are limited by the chosen rules. Most often, this task is ac-
complished by rule induction algorithms that learn the rules
from an annotated training set. Features that are well asso-
ciated with skin color often allow to obtain accurate rules.

Dynamic skin color distribution modeling extends the
previously mentioned techniques by additionally consid-
ering further image conditions rather than relying on the
pixel’s color only. In consequence, the cluster’s shape is
adapted to the processed image, which improves the skin
detection accuracy. The skin color cluster of Soriano et
al. [9] looks like the crescent of the moon. They call it skin
locus and this shape is image-specific.

2.2. Identifying Facial Components from Color

The approach of Hsu et al. [2] is similar to ours such
that it expects facial components to be located within an
ellipsoid around the skin color area. It constructs eye and
mouth maps for verifying each face candidate operating in
the YCbCr color space, used in video and digital photog-
raphy systems. The intention of this algorithm is to detect
facial components in a rough manner in order to verify the
location of the entire face. In contrast, our approach uses
the previously estimated location of the face in order to pre-
cisely determine the location of the facial components.

Lips classifiers are able to provide useful information
for speech recognition, speaker authentication and lip track-
ing [7, 8]. Leung et al. [5] is very similar to our lip classi-
fication approach, estimating clusters that exactly localize
the lips in the face.

Most approaches recognizing facial components are
based on sophisticated but computationally expensive math-
ematical methods. Our algorithms allow to identify facial
components using simple and quick computation schemes.



Most related approaches are template-based [4, 11]. These
templates incorporate the geometric structure of the facial
component which guides search for this structure within the
face areas.

3. Computing the Adjusted Pixel Features

Considering adjusted pixel features enables classifiers to
obtain both high accuracy and high runtime. These features
do not only comprise color features but consider spatial in-
formation as well. The color values are represented in dif-
ferent color spaces at the same time, such as RGB, NRGB,
HSV, etc. In order not to overstrain the mathematical no-
tation, the explanation below only handles one color space.
Similarly, we consider spatial information in different rep-
resentations, such as Cartesian coordinates and polar coor-
dinates with different origins. This large amount of features
is provided to the classifier, which is expected to pick the
relevant ones.

This section explains our three-step approach to comput-
ing the adjusted pixel features. First, we estimate a rectan-
gular region (ROI) around the visible face. Our proof-of-
concept implements the face locator of Viola and Jones [13]
but any other algorithm that is able to robustly extract hu-
man faces from images can be used as well. The second step
derives the characteristics of the entire image and the visible
person. We predict the spatial distribution of a facial com-
ponent within the ROI by applying a probability mask. The
combination of the face locator and the probability mask
allows to extract meaningful information from the image,
such as the color distribution and the spatial distribution of
the facial components. In the third step, we compute the
adjusted pixel features by considering the image character-
istics and the pixel’s static features.

This section continuous as follows. Section 3.1 describes
the acquisition and the intention of the facial component
probability masks. Section 3.2 illustrates the computation
of the image characteristics using these masks and Sec-
tion 3.3 describes the calculation of the adjusted pixel fea-
tures.

3.1. Probability Masks for Facial Components

The probability mask Af of a facial component f ∈ F
indicates the mean spatial distribution of the facial compo-
nent within the ROI. This distribution is determined offline.
We learn Af from a large set of example images, where
each pixel is manually annotated with the correct facial
component. Each cell af

i,j of Af is assigned with the rel-
ative frequency of the underlying pixels within the training
set to be manually associated with the facial component f ,
see Figure 2. This procedure tailors the probability masks
to the face locator used.

Figure 2. This flowchart illustrates the process of creating a prob-
ability mask in the case of the skin color mask.

F = {skin, lip, tooth, iris, sclera, brow, background}
(1)

After the generation of the masks, we are now able
to predict the spatial distribution of the facial components
within the ROI. For each pixel p, we estimate its probabil-
ity bf

p to represent the facial component f . This computa-
tion requires to scale Af to the size of the ROI of the given
image and associate bf

p with the value of the cell af
i,j that

overlaps the location xp of the pixel p. Knowledge of bf
p

allows to predict the spatial distribution of f and also al-
lows to estimate the color distribution of f within the given
image, as it is described in the next section.

3.2. Image Characteristics

Image characteristics describe color and spatial informa-
tion of the entire image and the face of the visible person,
see Table 1. They are computed from the spatial distribution
of the facial components predicted by bf

p , whose computa-
tion is explained in Section 3.1. We model the color distri-
bution and the spatial distribution as a Gaussian distribution
and their parameters are computed as in Equation 2 (color
distribution) and Equation 3 (spatial distribution). Each
computation considers the pixels’ color cp or the pixels’ co-
ordinates xp, respectively, and its probability bf

p to be part
of the facial component f .

a) image characteristics (color information)
µf ,
Σf

The predicted color distribution of the facial
component f within the entire image. We
assume this distribution to be Gaussian. Its
computation is illustrated in Equation 2.

b) image characteristics (spatial information)
mf ,
Sf

The predicted spatial distribution of the fa-
cial component f within the image. We as-
sume this distribution to be Gaussian. Its
computation is illustrated in Equation 3.

Table 1. Color and spatial information of the image features.



µf =
1

|ROI|
∑

p∈ROI

cp bf
p

Σf =
1

|ROI|
∑

p∈ROI

(µf − cp)(µf − cp)T (bf
p)2 (2)

mf =
1

|ROI|
∑

p∈ROI

xp bf
p

Sf =
1

|ROI|
∑

p∈ROI

(mf − xp)(mf − xp)T (bf
p)2(3)

3.3. Adjusted Pixel Features

Our terminology distinguishes two categories of pixel
features: static ones and adjusted ones. Each category con-
tains color and spatial information. The adjusted pixel fea-
tures are computed by considering the static pixel features
and the image characteristics.

a) static pixel features (color information)
cp Color information of the pixel.
b) static pixel features (spatial information)
xp The coordinates of the pixel within the

image represented in Cartesian and polar
space with various origins and orientations.

Table 2. Color and spatial information of the static pixel features.

a) Adjusted pixel features (color information)
gf The Euclidean distance between the pixel’s

color and the mean color value µf of the fa-
cial component f that has been determined
for the entire image. It is computed as in
Equation 4.

hf The Mahalanobis distance between the
pixel’s color and the mean color value µf

of the facial component f . It is computed
as in Equation 5.

b) Adjusted pixel features (spatial information)
bf
p The probability of the pixel p to be part of

the facial component f .
kf The Euclidean distance between the pixel’s

location and the predicted center mf of the
facial component f . It is computed as in
Equation 6.

`f The Mahalanobis distance between the
pixel and the center of the facial compo-
nent f . It is computed as in Equation 7.

Table 3. Color and spatial information of the adjusted pixel fea-
tures.

Static pixel features represent the raw information about a
pixel, such as its spatial location and its color, see Table 2.
These values are only little descriptive for distinguishing
facial components from each other. Traditional classifiers
often consider the pixel’s color information only and there-
fore, they obtain poor accuracy. The raw coordinate values
of a pixel do not provide any useful information at all, be-
cause faces may essentially appear at any position within an
image.

Adjusted pixel features describe pixel information that is
adapted to the characteristics of the image, see Table 3 for
an overview. In the proposed approach, the color informa-
tion contains the pixel’s color relative to the skin color dis-
tribution of the current image. This relation is represented
by the Euclidean distance gf and by the Mahalanobis dis-
tance hf to the mean µf of the image’s color distribution of
the facial component f .

gf = |cp − µf | (4)

hf =
√

(cp − µf )T (Σf )−1(cp − µf ) (5)

As mentioned above, both the color values and the spa-
tial information is represented in various spaces. This pro-
vides the opportunity to automatically select the most ap-
propriate ones.

The adjusted pixel features also contain spatial informa-
tion that represents the location of the pixel relative to the
spatial distribution of the facial component f . Again, it is
indicated by the Euclidean distance kf and the Mahalanobis
distance `f between the pixel’s location xp and the spatial
mean of the facial component f .

kf = |xp −mf | (6)

`f =
√

(xp −mf )T (Sf )−1(xp −mf ) (7)

4. Experimental Evaluation
Our evaluation considers a data set of 374 images ex-

tracted from various web pages and each pixel has been
manually annotated with the facial component it corre-
sponds to. This random set of images has not been taken
with a Computer Vision application in mind and therefore,
the images bear large facial variation w.r.t. pose, expres-
sion, partial occlusion, age, gender, etc. We use 67% of the
images (250 images) for creating the classifiers and the re-
maining 33% (124 images) represent the test set considered
in the evaluation. As a compromise between runtime per-
formance, memory requirement, and accuracy, the size of
the probability masks is chosen to be Af ∈ R100×100.

Four example classifiers (C1, C2, C3, C4) are trained
with different sets of features, see Table 4. C1 is trained



with the color information of the pixel only. It represents the
traditional approach of considering the pixels’ static color
information only. C2 additionally takes the color informa-
tion of the adjusted pixel features. C3 uses the static color
features similar to C1 and additionally takes the pixel’s spa-
tial location into account. C4 considers all features of the
previously introduced classifiers both the static ones and
the adjusted ones. In this evaluation, we use a decision
tree classifier [6], because this Machine Learning algorithm
just considers the relevant features and rejects all other fea-
tures. Therefore, the runtime of the classifier created is
high-performance.

Our evaluation applies the four classifiers to each image
of the test set. Table 5 illustrates the accuracy of each clas-
sifier. It divides the number of correctly classified pixels
(true positives and true negatives) by the total number of
pixels within the ROI. A pixel is considered to be correctly
classified if the classification result corresponds to the racial
component with which it is annotated.

As it is visible, C4 obtains the highest accuracy and
partly outperforms the other classifiers by a level of magni-
tude. Classifying brows shows the worst accuracy in com-
parison to the other facial components. Our dataset con-
tains images, where hair partly overlaps the forehead and
the brows. In such cases, a clear separation between the
brows and the environment is difficult. These results illus-
trate that classifiers considering the adjusted features out-
perform static approaches.

Classifier C4 performs at around 250 fps on a Pentium IV
machine with 1800 MHz processing images with a size of
480x360 pixels. This high runtime is achieved, because the
decision tree classifier utilized just computes the relevant
image features and there is no need to consider the rejected
features.

5. Summary and Outlook
This paper tackles the challenge of separating facial

components from one another with runtime-efficient classi-
fiers that consider pixel information only. In order to create
a pixel-to-component mapping, the proposed approach in-
troduces a set of color-related and location-related features.

static pixel features adjusted pixel features
color space color space

Table 2a) Table 2b) Table 3a) Table 3b)
C1 + – – –
C2 + – + –
C3 + – – +
C4 + – + +

Table 4. The four classifiers of our evaluation consider a different
set of features. None of them uses the static coordinate values,
because they do not bear any useful information.

C1 C2 C3 C4
static features static and adjusted features

lip 75.4% 88.2% 94.3% 96.3%
teeth 74.3% 66.2% 87.9% 95.0%
sclera 77.0% 75.8% 63.4% 97.2%
iris 81.7% 83.8% 94.3% 94.4%
eye brows 60.5% 62.7% 62.7% 91.3%
average 73.2% 73.9% 84.8% 96.1%

Table 5. The accuracy of classifying facial components signifi-
cantly rises considering the adjusted pixel features.

It obtains high accuracy by pre-determining the characteris-
tics of the given image and the visible face and generating
further pixel features, so-called adjusted pixel features. Our
evaluation proves that this approach is able to cope with
a broad variation of images and depicted persons, yields
highly accurate results, and outperforms static approaches.

Our ongoing research uses information about facial com-
ponents for fitting a face model. We will consider multi-
channel AAMs as proposed by Stegmann et al. [10] and Ma-
chine Learning-based fitting strategies as introduced by our
earlier publication [14] and Cristinacce et al. [1]. Our pre-
liminary results outperform traditional fitting approaches
that consider raw image data or straightforward feature rep-
resentations only.
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Figure 3. The learned classifiers applied to random example im-
ages of our image database. The white regions denote the pixels
that are classifies as the certain facial component.


