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With the services that autonomous robots are to
provide becoming more demanding, the states that the
robots have to estimate become more complex. In this
paper, we develop and analyze a probabilistic, vision-
based state estimation method for individual, autono-
mous robots. This method enables a team of mobile
robots to estimate their joint positions in a known
environment and track the positions of autonomously
moving objects. The state estimators of di�erent robots
cooperate to increase the accuracy and reliability of
the estimation process. This cooperation between the
robots enables them to track temporarily occluded ob-
jects and to faster recover their position after they have
lost track of it. The method is empirically validated
based on experiments with a team of physical robots.

1 Introduction

Autonomous robots must have information about
themselves and their environments that is suÆcient
and accurate enough for the robots to complete their
tasks competently. Contrary to these needs, the in-
formation that robots receive through their sensors is
inherently uncertain: typically the robots' sensors can
only access parts of their environments and their sen-
sor measurements are inaccurate and noisy. In addi-
tion, control over their actuators is also inaccurate and
unreliable. Finally, the dynamics of many environ-
ments cannot be accurately modeled and sometimes
environments change nondeterministically.

Recent longterm experiments with autonomous
robots [13] have shown that an impressively high level
of reliability and autonomy can be reached by ex-
plicitly representing and maintaining the uncertainty
inherent in the available information. One particu-
larly promising method for accomplishing this is prob-
abilistic state estimation. Probabilistic state estima-
tion modules maintain the probability densities for the
states of objects over time. The probability density
of an object's state conditioned on the sensor mea-
surements received so far contains all the information
which is available about an object that is available to
a robot. Based on these densities, robots are not only
able to determine the most likely state of the objects,
but can also derive even more meaningful statistics
such as the variance of the current estimate.

Successful state estimation systems have been im-
plemented for a variety of tasks including the estima-

tion of the robot's position in a known environment,
the automatic learning of environment maps, the state
estimation for objects with dynamic states (such as
doors), for the tracking of people locations, and ges-
ture recognition [12].

With the services that autonomous robots are to
provide becoming more demanding, the states that
the robots have to estimate become more complex.
Robotic soccer provides a good case in point. In robot
soccer (mid-size league) two teams of four autonomous
robots play soccer against each other. A probabilistic
state estimator for competent robotic soccer players
should provide the action selection routines with esti-
mates of the positions and may be even the dynamic
states of each player and the ball.

This estimation problem confronts probabilistic
state estimation methods with a unique combination
of diÆcult challenges. The state is to be estimated by
multiple mobile sensors with uncertain positions, the
soccer �eld is only partly accessible for each sensor
due to occlusion caused by other robots, the robots
change their direction and speed very abruptly, and
the models of the dynamic states of the robots of the
other team are very crude and uncertain.

In this paper, we describe a state estimation module
for individual, autonomous robots that enables a team
of robots to estimate their joint positions in a known
environment and track the positions of autonomously
moving objects. The state estimation modules of dif-
ferent robots cooperate to increase the accuracy and
reliability of the estimation process. In particular,
the cooperation between the robots enables them to
track temporarily occluded objects and to faster re-
cover their position after they have lost track of it.

The state estimation module of a single robot is de-
composed into subcomponents for self-localization and
for tracking di�erent kinds of objects. This decompo-
sition reduces the overall complexity of the state esti-
mation process and enables the robots to exploit the
structures and assumptions underlying the di�erent
subtasks of the complete estimation task. Accuracy
and reliability is further increased through the coop-
eration of these subcomponents. In this cooperation
the estimated state of one subcomponent is used as
evidence by the other subcomponents.

The main contributions of this paper are the fol-
lowing ones. First, we show that image-based prob-
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Figure 1: Architecture of the state estimator.

abilistic estimation of complex environment states is
feasible in real time even in complex and fast changing
environments. Second, we show that maintaining trees
of possible tracks is particularly useful for estimating
a global state based on multiple mobile sensors with
position uncertainty. Third, we show how the state es-
timation modules of individual robots can cooperate
in order to produce more accurate and reliable state
estimation.

In the remainder of the paper we proceed as fol-
lows. Section 2 describes the software architecture of
the state estimation module and sketches the inter-
actions among its components. Section 3 provides a
detailed description of the individual state estimators.
We conclude with our experimental results and a dis-
cussion of related work.

2 Overview of the State Estimator

Fig. 1 shows the components of the state estima-
tor and its embedding into the control system. The
subsystem consists of the perception subsystem, the
state estimator itself, and the world model. The per-
ception subsystem itself consists of a camera system
with several feature detectors and a communication
link that enables the robot to receive information from
other robots. The world model contains a position es-
timate for each dynamic task-relevant object. In this
paper the notion of position refers to the x- and y-
coordinates of the objects and includes for the robots
of the own team the robot's orientation. The esti-
mated positions are also associated with a measure of
accuracy, a covariance matrix.

The perception subsystem provides the following
kinds of information: (1) partial state estimates
broadcasted by other robots, (2) feature maps ex-
tracted from captured images, and (3) odometric in-
formation. The estimates broadcasted by the robots
of the own team comprise the estimate of the ball's
location. In addition, each robot of the own team

Figure 2: The �gure shows an image captured by the
robot and the feature maps that are computed for self,
ball, and opponent localization.

provides an estimate of its own position. Finally, each
robot provides an estimate for the position of every
opponent. From the captured camera images the fea-
ture detectors extract problem-speci�c feature maps
that correspond to (1) static objects in the environ-
ment including the goal, the borders of the �eld, and
the lines on the �eld, (2) a color blob corresponding to
the ball, and (3) the visual features of the opponents.

The state estimation subsystem consists of three in-
teracting estimators: the self localization system, the
ball estimator, and the opponents estimator. State es-
timation is an iterative process where each iteration is
triggered by the arrival of a new piece of evidence, a
captured image or a state estimate broadcasted by an-
other robot. The self localization estimates the prob-
ability density of the robot's own position based on
extracted environment features, the estimated ball po-
sition, and the predicted position. The ball localizer
estimates the probability density for the ball position
given the robot's own estimated position and its per-
ception of the ball, the predicted ball position, and
the ball estimations broadcasted by the other robots.
Finally, the positions of the opponents are estimated
based on the estimated position of the observing robot,
the robots' appearances in the captured images, and
their positions as estimated by the team mates.

Every robot maintains its own global world model,
which is constructed as follows. The own position,
the position of the ball, and the positions of the oppo-
nent players are produced by the local state estimation
processes. The estimated positions of the team mates
are the broadcasted results of the self localization pro-
cesses of the corresponding team mates.
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Figure 3: Model of the neighborhood of a goal. The
model contains the edges of the objects and the color
transition they are the borderline of.

3 The Individual State Estimators
3.1 Self-Localization

The self-localization module iteratively estimates,
based on a model of the environment, the probabil-
ity density over the possible robot positions, given the
observations taken by the robot. In the remainder
of this section we will �rst describe the environment
model used for localization. Then we describe the rep-
resentation of the robot's position estimate. Finally,
we will describe the individual steps of the estimation
process.
The Environment Model. The robot's model of
the static part of its environment is composed of land-
marks together with their positions and orientations.
The landmarks themselves are described by 3D curve
functions that specify edge curves. Edge curves rep-
resent color transitions, that is they separate image
regions that di�er in the distribution of color vectors.
Thus, a 3D curve feature is represented by a pair con-
sisting of a curve function and a color transition.

In robot soccer, the landmarks are goals, �eld lines,
and walls surrounding the pitch. The landmarks in
robot soccer, besides the center circle, are polyhedral
objects and for those we can simply describe the model
curves as line segments. In general, almost all nec-
essary curve forms, e.g. circles or B-splines, can be
speci�ed or at least approximated by curve functions.
Fig. 3 depicts an excerpt of the environment model
representing the neighborhood around a goal, which is
used for self localization in the robot soccer domain.
The goal is modeled as a set of 3D lines where each line
is associated with a color transition. Using the world
model and a position estimate, the robot can predict
where in a captured image lines should be visible and
which color transition they represent.
The Representation of the Position Estimate.
The second data structure used in the self-localization
process is the representation of the robot's position.
Because the robot is uncertain about its position in the
environment, we represent its position estimate using
a probability density function that maps the possi-
ble positions of the robot into the probability density
that the respective position has generated the observa-
tions of the robot. We make the assumption that the

probability density can be approximated by a multi-
variate Gaussian density and model the density using
the mean vector � and the covariance matrix C� of
the multi-variate Gaussian density.
The Self-localization Algorithm. The self-locali-
zation algorithm itself consists of the iteration of three
steps. First, the 3D curve features that are predicted
to be visible are projected into the image plane. Sec-
ond, a local search is performed to establish correspon-
dences between the predicted and detected 3D curve
features. Third, a maximum a posteriori estimation
determines the most likely robot pose.

Step 1: Projecting 3D Curve Features into the

Image. The observation of a 3D curve G(Ci) in the
image is a 2D image curve G(ci) = fci(s;�)js 2 Dig,
where � is the robot pose and ci is the image curve
function given by ci(s;�) = proj(Ci(s);�). The func-
tion proj projects a 3D point, given in world coordi-
nates, into the image and returns the pixel coordi-
nates of the resulting 2D point. First, the function
proj converts the 3D world coordinates into 3D robot
coordinates. This conversion depends on the pose �
of the robot. The �rst two elements of the robot pose
� are the x- and the y-coordinate of the robot posi-
tion in world coordinates and the third element spec-
i�es the angle of the robot's orientation. Since we use
a calibrated camera mounted on the robot, the 3D
robot coordinates can be transformed into 3D camera
coordinates and �nally, the pixel coordinates of the
2D projection can be computed. The resulting image
curve function ci describes the relation between the
estimated robot pose � and the position of the model
curve points in the image.

Step 2: Searching for Correspondences. For
each model curve, a small set of projected curve points
that lie within the image area is determined. For each
of these curve points the algorithm searches for color
transitions consistent with the transitions speci�ed by
the model. To �nd the respective transition the algo-
rithm performs a local search along the perpendicu-
lars of the model curve starting at the projected curve
point. The lines on the soccer �eld are treated as dou-
ble color transitions. The two curve functions de�ning
a line curve are used to estimate the line width in the
image. For each image point, the standard deviation
is estimated which describes the probable precision of
the observation along the perpendicular.

Step 3: The Maximum a Posteriori Estimation.

In the third step the robot's position is estimated by
fusing (i) evidence gathered from previous observa-
tions and (ii) observations made in the actual image.
Based on the position distribution estimated for the
last time step the position at the current time step is
predicted. This distribution is the a priori distribu-
tion p(�) summarizing all previous observations. We
assume p(�) to be Gaussian.
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Figure 4: One iteration step: the new projected model
curve is closer to the image curve.

A Maximum a-posteriori (MAP) estimation step com-

putes an estimate b� of the robot pose which �ts to
the position prediction p(�) and to the image obser-

vations ~Pi;j . The MAP-estimate b� of the position
� minimizes the distances between (i) the position
� and the mean value of its prediction p(�) and (ii)
the projected model curves de�ned by � and the cor-
responding observations ~Pi;j , where all distances are
normalized by their associated covariances. In this
computation step, the displacements between the ob-
servations ~Pi;j and the real image curve are assumed to
be statistically independent and Gaussian distributed,
to have the mean value 0 and the covariances �2i;j .

The three steps for self localization are performed
repeatedly yielding an iterative optimization algo-
rithm. This iterative optimization enables the self-
localization process to take nonlinearities into account.
The non-linearities of the model curve functions are
caused by di�erent reasons, such as dependence on
the robot's orientation and projection into the im-
age plane. The often used extended Kalman �lter,
e.g. [4], is based on a linear Taylor approximation
which causes inaccuracies when the non-linearity of
the measurement equation is not negligible. For the
proposed method usually only few iterations (about
two or three) are necessary. In general the higher
computational cost is well compensated by a higher
accuracy.

Fig. 4 illustrates the result of a single iteration
step. After one iteration step, the new projected
model curves are closer to the observed image points.
However, the projected model points Pi;j are shifted
along the model curves. Hence this new projected
points do not correspond to the initial observations
~Pi;j . Therefore, after each iteration new color transi-
tions are sought along the new perpendiculars de�ned
by the new projections Pi;j . The used probabilistic

framework not only yields the estimate b� of the robot
position but also a covariance characterizing the prob-

able accuracy of b�.
3.2 Ball-Localization

On the one hand, the estimated world coordinates
of the ball depend on the world coordinates of the ob-

Figure 5: Search for image points along the perpendic-
ulars. The ball's contour is projected into the image
and the algorithm establishes correspondences for sev-
eral selected points (big �lled circles). For one image
point no correspondence is found, due to the inscrip-
tion on the ball.

serving robot. On the other hand, knowledge of the
ball-position can be used for the self-localization of
the observing robot. In order to exploit these interde-
pendencies, the self-localization and the localization
of the ball are performed simultaneously in a single
optimization.

A similar approach is used as for the self-
localization. The pure silhouette of the ball is de-
scribed by a curve function c(�) (see Fig. 5). Here
the vector � to be estimated contains the position
of the observing robot and the position of the ball.
The optimization is done (as for the self-localization)
simultaneously over all curves, no matter whether a
curve feature belongs to the static world model or to

the ball. After a robot has updated its estimate b� it
broadcasts a Taylor approximation of the part of the
optimized MAP-objective function which depends on
the latest observations. This allows the team mates
to update their world model.

3.3 Opponents Localization

The objective of the opponents localization module
is to track the positions of the other team's robots.
The estimated position of one opponent is represented
by one or more alternative object hypotheses. Thus
the task of the state estimator is to (1) detect feature
blobs in the captured image that correspond to an
opponent, (2) estimate the position and uncertainties
of the opponent in world coordinates, and (3) associate
them with the correct object hypothesis.

In our state estimator we use Reid's Multiple Hy-
potheses Tracking (MHT) algorithm [10] as the basic
method for realizing the state estimation task. In this
section we demonstrate how this framework can be ap-
plied to model dynamic environments in multi-robot
systems. We extend the general framework in that we
provide mechanisms to handle multiple mobile sensors
with uncertain positions.
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3.3.1 Multi Hypotheses Tracking

We will describe the Multiple Hypotheses Track-
ing method by �rst detailing the underlying opponents
model, then explaining the representation of tracked
opponents position estimates, and �nally presenting
the computational steps of the algorithm. The Oppo-
nents Model. The model considers opponent robots
to be moving objects of unknown shape with associ-
ated information describing their temporal dynamics,
such as their velocity. The number of the opponent
robots may vary. The opponent robots have visual
features that can be detected as feature blobs by the
perception system. The Representation of Oppo-
nent Tracks. When tracking the positions of a set of
opponent robots there are two kinds of uncertainties
that the state estimator has to deal with. The �rst one
is the inaccuracy of the robot's sensors. We represent
this kind of uncertainty using a Gaussian probability
density. The second kind of uncertainty is introduced
by the data association problem, i.e. assigning feature
blobs to object hypotheses. This uncertainty is rep-
resented by a hypotheses tree where nodes represent
the association of a feature blob with an object hy-
pothesis. A node Hj(t) is a son of the node Hi(t� 1)
if Hj(t) results from the assignment of an observed
feature blob with a predicted state of the hypothesis
Hi(t � 1). In order to constrain the growth of the
hypotheses tree, it is pruned to eliminate improbable
branches with every iteration of the MHT.
The MHT Algorithm. Fig. 6 outlines the computa-
tional structure of the MHT algorithm. An iteration
begins with the set of hypothesesH(t�1) from the pre-
vious iteration t�1. Each hypothesis represents a dif-
ferent assignment of measurements to objects, which
was performed in the past.

The algorithm maintains a Kalman �lter for each
hypothesis. For each hypothesis a position of the dy-

namic objects is predicted bZi(t) and compared with
the next observed opponent performed by an arbitrary
robot of the team. Assignments of measurements to
objects are accomplished on the basis of a statistical
distance measurement. Each subsequent child hypoth-
esis represents one possible interpretation of the set of
observed objects and, together with its parent hypoth-

esis, represents one possible interpretation of all past
observations. With every iteration of the MHT prob-
abilities describing the validity of an hypothesis are
calculated [1].

In order to constrain the growth of the tree the algo-
rithm prunes improbable branches. Pruning is based
on a combination of ratio pruning, i.e. a simple lower
limit on the ratio of the probabilities of the current
and best hypotheses, and the N -scan-back algorithm
[10]. The algorithm assumes that any ambiguity at
time t is resolved by time t + N . Consequently if at
time t hypothesis Hi(t � 1) has n children, the sum
of the probabilities of the leaf notes of each branch is
calculated. The branch with the greatest probability
is retained and the others are discarded.

3.3.2 Feature Extraction and Uncertainty

Estimation

This section outlines the feature extraction process
which is performed in order to estimate the positions
and the covariances of the opponent team's robots.
Each opponent robots is modeled in world coordinates
by a bi-variate Gaussian density with mean 	 and a
covariance matrix C .

At present it is assumed that the opponent robots
are constructed in the same way and have approxi-
mately circular shape. All robots are colored black.
Friend foe discrimination is enabled through prede-
�ned color markers (cyan and magenta, see Fig. 2) on
the robots. Furthermore we assume that the tracked
object almost touches the ground.

Step 1: Extraction of Blobs Containing Oppo-

nent Robots. From a captured image the black
color-regions are extracted through color classi�cation
and morphological operators. In order to be recog-
nized as an opponent robot a black blob has to obey
several constraints, e.g. a minimum size and a red or
green color-region adjacent to the bottom region row.
Through this we are able to distinguish robots from
black logos and adverts aÆxed on the wall surround-
ing the �eld. Furthermore blobs that contain or have
a color-region of the own team color in the immediate
neighborhood are discarded.

For all remaining regions three features are extracted:
The bottom most pixel row which exceeds a prede-
�ned length, the column col representing the center of
gravity and a mean blob width in pixels. For the latter
two features only the three bottom most rows which
exceed a certain length are used. In order to deter-
mine these rows, we allow also for occlusion through
the ball. If the length of these rows exceeds an upper
length, we assume that we have detected two oppo-
nents which are directly next to each other. In this
case two centers of gravity are computed and the width
is halved.

In order to detect cascaded robots, i.e. opponent
robots that are partially occluded by other robots, our



The Unscented Transformation

The general problem is as follows. Given an n-dimensional
vector random variable x with mean �x and covariance Cx we
would like to estimate the mean �y and the covariance Cy of an
m-dimensional vector random variable y. Both variables are
related to each other by a non-linear transformation y = g(x).
The unscented transformation is de�ned as follows [8]:

1. Compute the set Z of 2n points from the rows or columns

of the matrices �
p
nCx. This set is zero mean with covariance

Cx. The matrix square root can eÆciently be calculated by

the Cholesky decomposition.

2. Compute a set of points X with the same covariance, but

with mean �x, by translating each of the points as xi = zi+ �x.

3. Transform each point xi 2 X to the set Y with yi = g(xi).

4. Compute �y and Cy by computing the mean and covariance

of the 2n points in the set Y .

Figure 7: Outline of the unscented transformation.

algorithm also examines the upper rows of the blobs.
As soon as the length of a blob row di�ers signi�cantly
from the length of its lower predecessor and the respec-
tive world coordinates indicate a height of more than
10 cm above the ground we assume that we have de-
tected cascaded robots. In this case we split the blob
into two and apply the above procedure to both blobs.
Empirically we have found that this feature extraction
procedure is suÆcient to determine accurate positions
of opponent robots. Mistakenly extracted objects are
generally resolved in a fast manner by the MHT algo-
rithm.

Step 2: Estimation of Opponent Position and

Uncertainty. In the following we will estimate the
position and covariance of an observed robot. For this
the pose and the covariance of the observing robots
as well as position of the detected feature blob in the
image and the associated measurement uncertainties
are taken into account.

We de�ne a function opp that determines the world co-
ordinates of an opponent robot based on the pose � of
the observing robot, the pixel coordinates row,col of
the center of gravity and the width width of the oppo-
nent robot's blob. Due to rotations and radial distor-
tions of the lenses opp is non-linear. First the function
opp converts the blob's pixel coordinates to relative
polar coordinates. On this basis and the width of the
observed blob the radius of the observed robot is esti-
mated. Since the polar coordinates only describe the
distance to the opponent robot but not the distance
to its center, the radius is added to the distance. Fi-
nally the polar coordinates are transformed into world
coordinates taking the observing robot's pose � into
account.

In order to estimate the position  and the covariance
C of an opponent robot, we will use a technique sim-
ilar to the unscented transformation [8] (see Fig. 7).
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Figure 8: Propagation of uncertainties.

First an intermediate mean �! and covariance C! de-
scribing jointly the observing robot's pose and the ob-
served robot is set up:

�! = [�; row; col; width]

C! =

0
B@

C� 0 0 0
0 3 0 0
0 0 4 0
0 0 0 3

1
CA (1)

�, row, col and width are assumed to be uncorrelated
with a variance of a few pixels. To this mean and co-
variance the unscented transformation using the non-
linear mapping opp is applied. This yields the oppo-
nent robot's position  and covariance C . In Fig. 8
the uncertainties of objects depending on the uncer-
tainty of the observing robot and their relative dis-
tances are displayed using 10�-contours. Each robot
observes two obstacles in 3.5 and 7 meters distance.
Robot Odilo is very certain about its pose and thus
the covariance of the observed robot depends mainly
on its distance. Robot Grimoald has a high uncer-
tainty in its orientation (� 7 degrees). Consequently
the position estimate of the observed obstacle is less
precise and is highly inuenced by the orientation un-
certainty.

Step 3: Association of Opponents to Object

Hypotheses. The association of an opponent robot's
position with a predicted object position is currently
performed on the basis of the Mahalanobis distance.
In future we intent to use the Bhattacharyya distance,
which is a more accurate distance measure for proba-
bility distributions.

4 Experimental Results

The presented algorithms are applied in our middle-
size RoboCup team, the AGILO1 RoboCuppers. At
present, the RoboCup scenario de�nes a �xed world
model with �eld-boundaries, lines and circles (see

1The name is an homage to the oldest ruling dynasty in
Bavaria, the Agilol�nger. The dynasties most famous represen-
tatives are Grimoald, Hugibert, Odilo and Tassilo
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Fig. 8). Our approach was successfully applied during
the RoboCupWorld Soccer Championships 1999, 2000
and 2001. During a RoboCup match, every robot is
able to process 15 to 18 frames per second with its on-
board Pentium 200 MHz computer. When the robots
planning algorithms' are turned o� the vision system
is easily able to cope with the maximum frame rate of
our camera (25 fps). The localization algorithm runs
with a mean processing time of 18 msec for a 16-Bit
RGB (384 � 288) image. Only for 4% of the images
the processing time exceeds 25 msec. A detailed anal-
ysis of the self- and ball-localization algorithm can be
found in [6].

In the �rst experiment we have examined the ca-
pability of our algorithms to detect and estimate the
opponent robots positions. The robots Odilo and Gri-
moald are simultaneously traveling in opposite direc-
tions from one side of the playing �eld to the other (see
Fig. 9). While they are in motion they are observing
three stationary robots which are set up at di�erent
positions in the middle of the �eld. Diamonds and
crosses indicate the observed opponents by Odilo and
Grimoald, respectively. The variance in the observa-
tion is due to positions estimations over long distances
(4 to 7 meters) and minor inaccuracies in the robots
self-localization. Furthermore it is noteworthy that
the vision system of both robots never mistook their
teammate as opponent.

The second experiment examines the tracking and
data fusion capability of our system. Odilo and Gri-
moald are set up at di�erent positions on the �eld. An
opponent robot crosses the �eld diagonally from the
corner of the penalty area at the top right to the cor-
ner of the penalty area at the lower left (see Fig. 10).
The �rst part of the journey is only observed by Gri-
moald, the middle part of both robots and the �nal
part only by Odilo. The 90 degrees �eld of view of
both robots is indicated through by lines.

The opponent robot was tracked using the MHT al-
gorithm with a simple linear Kalman �lter with state
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Figure 10: The resolved trajectory (continuous line)
of an opponent robot, observed by two robots. The
real trajectory is displayed as dotted line. The dashed
lines indicate the robot's 90 degrees �eld of view.

vector x = [x; _x; y; _y]. The state transition matrix,
described a constant velocity model and the measure-
ment vector Z(t) = [x; y] provided positional infor-
mation only. The positions of the opponent robots
and their uncertainties were computed according to
the algorithm described in section 3.3.2. Positional
variance for the pixel coordinates of the region's cen-
ter of gravity and region's width was assumed to be
one pixel. The process noise was assumed to be
white noise acceleration with a variance of 0.1 me-
ters. The Mahalanobis distance was chosen such that
PfX � �22g = 0:95. The Probabilities of detection
PD and termination P� were 0.9 and 0.1, respectively.
The mean and variance of the false alarm density �F
and new obstacle feature density �N were set to 0.5.
Both are Poisson distributed. N-scan-back pruning
was performed from a depth of N = 3. In general
the update time for one MHT iteration including N -
scan-back and hypo pruning was found to be less than
10 msec. This short update time is due to the lim-
ited number of observers and observed objects in our
experiment. We expect this time to grow drastically
with an increasing number of observing and observed
robots. However within a RoboCup scenario a natural
upper bound is imposed through the limited number
of robots per team. A detailed analysis of the hy-
pothesis trees revealed that only at very few occasions
new tracks were initiated. All of them were pruned
away within two iterations of the MHT. Overall the
observed track (see Fig. 10, continuous line) diverges
relatively little from the real trajectory (dotted line).

5 Related Work

Related work comprises work done on object track-
ing and probabilistic localization in the robot soc-
cer domain and probabilistic and vision-based track-
ing of moving targets. In the research area of au-
tonomous robot soccer algorithms for probabilistic
self-localization have been proposed. Gutmann et al.
[5] have proposed a self localization method based



on a Kalman �lter approach by matching observed
laser scan lines into the environment model. We dif-
fer from this approach mainly by using vision data
instead of laser data. The advantage of using vision
sensors is that the method can be applied more easily
to other kinds of environments, for example outdoor
environments. Enderle et al. [3] have developed a
vision-based self-localization module using a sample-
based Markov localization method. The advantage of
Markov localization is that no assumption about the
form of the probability distribution is made. How-
ever, in order to achieve high accuracy, usually a high
number of samples is required. A good match be-
tween the observation and a sample pose leads to new
randomly generated sample poses in the vicinity of
the good sample. Hence, Markov localization leads to
limited accuracy and/or relatively high computational
cost. The self localization method that is proposed
here has the advantage that it is faster and can be
more easily integrated with the other state estimation
modules. Our approach extends the Kalman �lter ap-
proach [4] to self localization in that we are able to deal
with nonlinearities because our approach performs a
iterative optimization instead of a linear prediction.

To the best of our knowledge no probabilistic state
estimation method has been proposed for tracking the
opponent robots in robot soccer or similar application
domains. Gutmann et al. [5] estimate the positions of
the opponents and store them in the team world model
but they do not probabilistically integrate the di�erent
pieces of information. Probabilistic tracking of multi-
ple moving objects has been proposed by Schulz et al.
[11]. They apply sample-based Markov estimation to
the tracking of moving people with a moving robot
using laser range data. The required computational
power for the particle �lters is opposed by the heuris-
tic based pruning strategies of the MHT algorithm.

Our approach to multiple hypothesis tracking is
most closely related to the one proposed by Cox and
Miller [2]. Indeed our algorithm is based on their im-
plementation. We extend their work on multiple hy-
pothesis tracking in that we apply the method to a
much more challenging application domain where we
have multiple moving observers with uncertain posi-
tions. In addition, we perform object tracking at an
object rather than on a feature level.

6 Conclusions
In this paper, we have developed and analyzed a

probabilistic, vision-based state estimation method for
individual, autonomous robots. This method enables
a team of mobile robots to estimate their joint posi-
tions in a known environment and track the positions
of autonomously moving objects. The state estimators
of di�erent robots cooperate to increase the accuracy
and reliability of the estimation process. This cooper-
ation between the robots enables them to track tem-
porarily occluded objects and to faster recover their

position after they have lost track of it. This is pos-
sible because the estimation method is able to ex-
ploit the interdependencies between self-localization
and the localization of other observed objects. The
method runs faster than frame-rate. This high speed is
achieved by �rst, focusing the sought for image points
to the vicinity of predicted model points and secondly,
by eÆciently fusion information over time using an
extension of the Kalman �lter. In contrast to the ex-
tended Kalman �lter, we explicitly take the nonlinear-
ity of the measurement equations into account. This
leads to high accuracies and good predictions. We
have empirically validated the method based on exper-
iments with a team of physical robots. These experi-
ments have shown that cooperative localization leads
to a higher localization accuracy. Furthermore, our
method allows for solving certain localization prob-
lems that are unsolvable for a single robot. For ex-
ample, one robot can resolve ambiguities in position
estimates by taking into account the estimates pro-
vided by other robots.
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